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Abstract

We explore the role of reference points and loss-aversion in preferences for redis-

tribution. If the utility consequences of losses are greater than gains relative to an

individual’s reference point, then redistribution may be welfare-reducing even in the

absence of moral hazard. We present a set of laboratory experiments where subjects,

in the role of social planners, are given the opportunity to redistribute payoffs between

two anonymous recipients with exogenous, unequal ex-ante endowments. When sub-

jects are told that the recipients are unaware of their ex-ante endowments, they choose

to erase almost all inequality through redistribution. By contrast, subjects redistribute

significantly less when told that the recipients already know their ex-ante endowments.

This treatment affect is larger among social planners who are themselves more loss-

averse. We find complimentary evidence in a survey experiment on actual tax policy:

respondents are presented with a vignette describing an individual who has experi-

enced a large (exogenous) increase in income. Subjects choose lower tax rates when the

vignette describes an individual who became rich five years ago (and thus has formed a

strong reference point) relative to subjects presented with a vignette where the person

became rich this year.
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1 Introduction

In a standard welfarist model of taxation with no moral hazard, a social planner will aspire

to equalize wealth across all members of society. As a political matter, given a right-skewed

ex-ante income distribution, the majority of voters have strong incentives to expropriate the

rich. Yet we observe relatively high levels of ex-post income and wealth inequality.1

In this paper, we explore whether reference dependence can help explain lower levels of

redistribution than the standard model would predict. Whereas standard utility functions

assume that only absolute levels of consumption enter into utility, decades of research has

shown that individuals often behave as though they evaluate options relative to a reference

point. In particular, they are loss-averse relative to this reference point, with losses relative

to this point being more painful than corresponding gains are enjoyable. As such, taxing

the rich may have large negative utility consequences that may not be offset by the utility

benefits of increasing incomes of the poor. To the extent that voters recognize the reference-

dependence of others, they may demand little or no redistribution from rich to poor, even

with exogenous initial endowments.

We explore the consequences of loss aversion on the demand for redistribution in an

experimental setting where endowments are random and exogenous, thus removing concerns

of deservingness or efficiency. Our subjects (referred to as “redistributors”), recruited via

Amazon’s Mechanical Turk (mTurk), were confronted with a (hypothetical) redistributive

decision involving two other (randomly selected and anonymous) mTurk participants, who

received initial endowments of 5 and 15 dollars.2 To manipulate redistributors’ beliefs about

the recipients’ reference points, in the “loss aversion” treatment redistributors were told

that the recipients had already been informed of their initial allocation; in the control arm

subjects were told that the recipients had not been informed of their initial endowments. Each

redistributor was presented with both treatment and control conditions, with the ordering

chosen at random. For most of our analysis we use between-subject estimates of the loss

aversion treatment based on subjects’ responses to the first condition they are presented

with.

Our main finding is that subjects in the reference-point treatments are significantly less

likely to reduce inequality between recipients. Specifically, for the 1,300 subjects confronted

with a hypothetical reallocation decision, in the control group redistributors erase 91 percent

1For example, Diamond and Saez (2011) argue that top tax rates observed today could only be
justified when the elasticity of taxable income with respect to the after-tax wage exceeds 0.9, which
is higher than even the relatively large estimates in Gruber and Saez (2002). FILL IN MORE.

2We are in the process of implementing our design with a further wave of participants where
the decision will be implemented for real stakes.
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of the initial 10 dollar difference between the recipients’ endowments (indicating that pure

anchoring effects are small), while only 72 percent of endowment differences are removed

through reallocation in the reference-point treatment.

We next investigate the extent to which redistributors’ own loss aversion is correlated

with the effect of loss aversion on willingness to redistribute others’ endowments. We use

several distinct measures to capture loss aversion; our main approach is to present subjects

with a sequence of hypothetical choices between a sure loss of $5 dollars and a 50-50 gamble

over losses of $L and $0, where L takes on values of 8, 11, and 14 (Kahneman and Tversky,

1979). Consistent with earlier research, we observe that many subjects are willing to take

actuarially unfair gambles in the loss domain, with 41 and 23 percent of subjects preferring

the gamble with L = 11 and 14 respectively to a sure loss of $5. Consistent with past work,

they are far more risk-averse in the gain domain (for example, 74% choose a sure gain of

$5 to a 50-50 gamble over $0 and $11). We then test whether subjects’ responses to the

treatment are correlated with the within-subject measure of loss aversion. When we include

measures of loss-aversion and its interaction with the treatment indicator, nearly two-thirds

of the treatment main effect is explained.

Finally, we complement our lab-based results with survey evidence on actual policies. To

do so, a subset of our redistributors were randomly assigned to one of two vignettes on a

person whose income had increased to $250,000 owing to a corporate acquisition (and hence

for reasons unrelated to skill or effort). Following the vignette’s presentation, subjects were

asked to recommend a tax rate for the protagonist. The only difference between the two

vignettes was the length of time that the protagonist had already been earning the higher

income—in one case the individual had been earning $250,000 for five years and in the other,

the salary increase occurred only a year ago. We conjecture that subjects perceive that the

protagonist would have developed a stronger reference point around the higher salary in the

case where the salary increase had occurred five years earlier, and therefore would be suffer a

greater utility loss from a drop in income. Consistent with this view, subjects exposed to the

“five year” vignette recommended a tax rate for the individual that was 1 - 1.6 percentage

points lower than subjects exposed vignette where the protagonist had earned the higher

income for only a year.

Our work joins a large body of economics papers that attempts to incorporate insights

from social psychology, though public economics has been less shaped by these insights

than has other fields. While earlier researchers has fruitfully modeled the implications of

“behavioral agents” for the taxation of goods, to our knowledge, little work has adopted the

optimal income tax framework to consider the consequences of non-standard preferences like
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loss-aversion on the demand for redistribution.3 This is surprising for at least two reasons.

First, social preferences have played a central role in the field of behavioral economics and,

in turn, social preferences are a central determinant of demand for distribution. Second, at

least in the American context, income taxes account for far greater revenue than does taxes

on specific goods and thus better understanding voters preferences in this area is crucial.

Second, we contribute to a relatively recent literature on reconciling differences between

individuals’ actual stated policy preferences and the prescriptions from standard utilitarian

tax optimal models. Both Saez and Stantcheva (2013) and Weinzierl (2012) point to individ-

uals’ reluctance to fully redistribute income even in the absence of moral hazard as a serious

challenge to the utilitarian framework. We offer some evidence that the full-redistribution

result can be mostly rehabilitated within standard utilitarianism, albeit with non-standard

individual utility functions. However, both these papers note other, important departures

from utilitarianism (e.g., limited use of tagging) that we do not address in this paper, and

we certainly do not claim that these departures can also be reconciled with utilitarianism.

Beyond the question of the legitimacy of utilitarianism, we contribute to the more general

literature on why the poor do not expropriate the rich. Past work has focused on the prospect

of upward mobility (Benabou and Ok, 2001), the effects of “policy-bundling” redistribution

with other, cross-cutting issues (typically race in the U.S. context, see Lee and Roemer,

2006), and the public’s misinformation about income inequality (see Ariely and Norton,

2011 on the level of misinformation, though see also Kuziemko et al. (2013) on the limited

effect of information on policy preferences).

Finally, to our knowledge, our study is one of the few to document choices that reflect

the presumption of non-standard preferences on behalf of others. While Fisman et al. (2007)

show that preferences for redistribution for oneself versus others are highly correlated with

preferences for redistribution amongst anonymous others, their work is confined to a tradi-

tional demand framework. Our own results are in a sense surprising, given that Marshall

et al. (1986) find that when acting as advisors, subjects do not exhibit loss aversion. Our

findings indicate that a fruitful direction for future research may be examining the extent

to which preference anomalies exist in decisions with consequences for others’ (rather than

one’s own) payoffs.

The paper proceeds as follows. Section 2 presents a simple framework for thinking about

3See Bernheim and Rangel (2004) on optimal taxation when agents can become addicted to
a good, O’Donoghue and Rabin (2006) on optimal “sin taxes” when agents lack self-control, and
Allcott et al. (2014) on optimal energy taxes and subsidies when agents are inattentive. The work
on optimal income tax is theoretical, not experimental, and focuses on relative utility—when utility
is a function of consumptions levels of peers—and not on loss-aversion. See Boskin and Sheshinski
(1978) and Oswald (1983).
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optimal tax decisions with reference-dependent individuals. Section 3 describes the main lab

experiment and Section 4 our mTurk sample. Section 5 reports the main results from the

redistribution experiment. Section 6 introduces the tax-policy survey experiment and reports

the results. Section 7 offers directions for future work and some concluding thoughts.

2 Reference points and optimal taxation

In this section, we examine how reference-dependent utility affects the prescriptions of a

standard model of optimal taxation. We will focus primarily on a single-period static case,

but close by discussing how dynamics and possible adaptation would change the analysis.

2.1 Redistribution in a static optimal tax model

2.1.1 With standard utility assumptions

Even without moral hazard the standard optimal tax exercise would be intractable without

assumptions on individual utility. As Mankiw et al. (2009) point out, despite the general

warning that utility cannot be compared across individuals, the typical optimal tax exercise

does exactly that and in fact assumes that individuals have identical utility functions: func-

tion f : x → u maps consumption x (which in the static model is identical to income or

wealth) into utility u, with f ′ > 0 and f ′′ < 0.

With these assumptions, optimal taxation in the utilitarian framework with no moral

hazard is a simple exercise. Assuming a single convex function can capture all agents’ utility,

then welfare is maximized at the point of total equality.

Figure 1 displays this logic for two individuals p (poor) and r (rich), who ex-ante are

unequally endowed with wealth xp and xr, xp < xr. Given r’s lower marginal utility of wealth,

a social planner can increase total utility by transferring some ∆ from r to p. In fact, he can

continue to do so and still increase total welfare up to the point where f ′(xr) = f ′(xp), that

is, xr = xp.

2.1.2 With reference-dependent utility

If utility is reference-dependent, we lose the analytical convenience of diminishing marginal

utility, and also differentiability. Figure 2 shows typical reference-dependent utility func-

tions.4 Importantly, r and p no longer share a utility function, as each has a point of

non-differentiability at their status-quo position. Transferring ∆x from r to p no longer

4We draw the shape of the utility functions in Figure 2 to roughly approximate those calibrated
in Abdellaoui et al. (2007).
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guarantees welfare improvements. As shown in the figure, moving to complete equality is

welfare-reducing, as is any smaller perturbation that transfers endowments from r to p.

While we have drawn gains as concave and losses as convex in Figure 2, such restrictions

are not necessary for the local result. So long as losses loom larger than gains relative to the

reference point, then small amounts of redistribution will reduce welfare. It is harder to make

specific claims about very large changes, which will depend on third derivatives. Our main

point is that reference points weaken the claim that, without moral hazard, redistribution is

necessarily welfare-enhancing.

2.2 Reference points in a dynamic setting

The analysis in the previous subsection assumes a static setting where individuals form a

single reference point from their ex-ante endowment and then experience a one-time change

in utility based on the ex-post distribution. In reality, the government sets tax and transfer

policy continuously. While a decision to substantially redistribute income or wealth in a

given year might well have the utility consequences described above in the year following, if

individuals adapt to their new reference points then the formerly rich will experience only

momentary disutility in subsequent years.

It is an open question how quickly people adapt to changes in income and thus how

malleable reference points are over time.5 Strictly speaking, our empirical work will sidestep

this question: we merely test whether individuals appear to respect others’ reference points

when deciding whether to redistribute. Finding, as we do, that they in fact respect reference

points implicitly implies that individuals think that reference points are not completely

malleable, or that they think myopically when making redistributive decisions. Thus, the

actual adaptation of reference points is not relevant to the positive question of whether they

affect how individuals choose to redistribute.

However, while not our goal, we imagine that adaptation might be central to drawing

normative implications from this positive result. If adaptation is slow and losses loom larger

than gains, then voters who want to limit redistribution might well be maximizing welfare in

the utilitarian model. While past work (Chetty and Szeidl, 2007) has shown that reference

points (in their case, built on the micro-foundation of consumption commitments) imply

higher levels of social insurance against adverse events (as losses have greater utility cost

with reference points than with standard utility), reference points might also suggest lower

levels of redistribution for the purposes of condensing an income or wage distribution.

5See, e.g., Di Tella et al. (2010) and citations therein. They find that individual happiness
measures return to baseline roughly four years after an income shock.
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On the other hand, if adaption is rapid, such a voter might not be maximizing welfare,

or at least not in a longer-run, steady-state sense. If voters overestimate the persistence of

reference points, then their redistributive demand may be lower than the optimal, welfare-

maximizing point.

3 Experimental design

We recruited and compensated our subjects through Amazon’s Mechanical Turk (mTurk)

market place, but redirect them to surveys that we built with Qualtrics’ online survey soft-

ware.

We collected six separate surveys, though for the most part they all had the same struc-

ture. Respondents proceeded through modules of the survey in the following order: (1) the

main redistribution experiment; (2) the loss-aversion questions; (3) background questions on

political beliefs and demographics. We describe each below. There were a few modifications

to survey rounds four and five that we describe in Section 6.

3.1 Main redistribution experiment

The centerpiece of the survey gives respondents (whom, for convenience, we will refer to as

“redistributors” in the paper, though at no time is that language used in the survey) the

opportunity to act a a third-party dictator and transfer money from one person to another.

In all cases, the redistributor receives only his show-up fee regardless of his decision.

Respondents randomized to the control arm of the survey encounter the following in-

structions.

Consider two other participants on mTurk, person A and person B. Based on a

coin flip, we have given $5 to person A and $15 to person B.

You can now transfer money between persons A and B. Persons A and B are

not told how much money they were initially given. If you decide to give Person

A $X instead of $5, he or she will simply be told that they have been given $X,

and will not know how much they started with. Nor will they know that there is

another person (Person B) involved, or that a third party (you) determined the

money they received.

Please indicate below what transfer, if any, you would make.

A slider and interactive bar graph appears directly below these paragraphs, allowing

respondents to easily and transparently transfer money between players. The default posi-
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tion of the slider was on the ex-ante ($5, $15) distribution. Appendix Figure 3 provides a

screenshot.

For those randomized to the treatment arm, the second paragraph of the control instruc-

tions was modified as follows:

You can now transfer money between persons A and B. Persons A and B have

already been told how much money we have given them. If you decide to give

Person A $X instead of $5, they will be told that they now have $X instead of

$5. They will not know that there is another person (Person A) involved, or that

a third party (you) determined the money they received.

Appendix Figure 4 provides a screenshot.

Both to make sure that seeing only one version of the experiment didn’t pollute answers

to the questions that followed and also to gather within-subject comparisons, we performed

the “reverse experiment” and so immediately after answering the treatment (control) version

of the question, treatment (control) respondents answer the control (treatment) version of

the question.

3.2 Questions to determine respondents’ own sensitivity to refer-

ence points

As noted in the Introduction, we hypothesize that those who are themselves more sensitive to

reference points will exhibit a larger treatment effect, as they project their own loss-aversion

onto those over whom they are redistributing. Such a test requires an individual-level measure

of loss-aversion. However, the vast majority of papers on loss-aversion use between-subject

analysis—for example, the classic endowment-effect experiments are demonstrated by one

group’s willingness to accept being higher than another group’s willingness to pay, which is

by construction a between-subject exercise. Similarly, in their work showing that respondents

judge the fairness of market transactions based on reference points, KAHNEMAN (1986) use

comparisons between groups assigned to read different vignettes.

Our approach is largely to take the questions asked in between-subject designs and simply

ask both versions for the same subject. Two sets of questions we ask relate directly to the

central claim of loss-aversion, that individuals are risk-loving over losses and risk-averse over

gains. They are as follows:

Imagine that you face the following decisions. For each decision, please examine both
options and indicate the one that you prefer.
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• Decision One:

– A sure gain of $5.

– 50% chance to gain $8 and 50% chance to gain nothing.

• Decision Two:

– A sure gain of $5.

– 50% chance to gain $11 and 50% chance to gain nothing.

• Decision Three:

– A sure gain of $5.

– 50% chance to gain $14 and 50% chance to gain nothing.

They then faced the same gambles, but in the loss domain:

• Decision One:

– A sure loss of $5.

– 50% chance to lose $8 and 50% chance to lose nothing.

• Decision Two:

– A sure loss of $5.

– 50% chance to lose $11 and 50% chance to lose nothing.

• Decision Three:

– A sure loss of $5.

– 50% chance to lose $14 and 50% chance to lose nothing.

We also asked questions related to behaviors that authors have posited relate to loss-

aversion, but are less directly related to its fundamental predictions. For example:

Suppose you bought a house for $250,000 a few years ago. The housing market

in your neighborhood has since declined, and you have seen houses very similar

to yours sell for $200,000, though some sell for a bit more and some sell for a

bit less. You expect the current housing market conditions in your neighborhood

to remain relatively stable. You are planning to relocate in the coming year for

a new job. Someone is interested in buying your house. What is the least you

would be willing to accept as a sale price?

The question was then repeated word-for-word expect that $250,000 was replaced by

$300,000. This question was inspired by the empirical results documented in Genesove and

Mayer (2001) showing that sellers of owner-occupied homes appear to eschew offers below

the price at which they bought their own house to avoid realizing a loss.

Finally, we take a question from KAHNEMAN (1986) that relates to claims over reference

points:
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A small coffee shop has one employee who has worked there for six months

and earns $10 per hour. The shop continues to do fairly good business, though

unemployment in the area has increased due to a factory closure nearby. As a

result, other small restaurants have now hired reliable workers at $8 an hour to

perform jobs similar to those done by the coffee shop employee. The owner of

the coffee shop reduces the employee’s wage to $8. The owners actions were: ◦
Completely fair ◦ Acceptable ◦ Unfair ◦ Very unfair.

They then answer the question with the penultimate sentence now reading: “The current

employee leaves, and the owner decides to pay a replacement worker $8 an hour.

3.3 Demographic and political opinion questions

The survey ended with standard demographic questions as well as political affiliation and

wether “the government should reduce income differences between the rich and poor.” These

questions allow us to examine whether our treatment effect is larger for certain groups as

well as compare the mTurk sample to more representative populations such as the American

Community Survey. The final questions of the survey relate to whether respondents felt any

part of the survey was confusing or biased and also asked for any other feedback they wished

to share.

We now describe the data-collection process on mTurk and the resulting sample of re-

spondents.

4 Data

4.1 Data collection procedures

All of our subjects were recruited through mTurk. The subjects enroll themselves into our

study by selecting our study among a list of projects on the mTurk platform. Therefore we

do not have direct control over the demographics of our poll of subjects. Our survey is listed

as “opinion survey” with the description ”Short (less than ten minutes) opinion survey on a

variety of topics.”

When we ourselves took the survey, it took us roughly seven to eight minutes, so we set

compensation equal to $1 to pay at least the minimum wage. Likely because of our familiarity

with the survey or respondents’ distractions while taking it, the actual median completion

time was 9.8 minutes, implying a wage of $6.09.

To limit heterogeneity of the sample, we collect all our data on workdays during daylight

hours on the U.S. east coast. Individuals are automatically prompted when they skip a
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question (to discourage robots or respondents who mindless flip through the survey). As

our survey asks questions about U.S. tax policy, we have Amazon limit the survey to those

with U.S. billing addresses, as well as ask respondents to confirm they are U.S. residents

before starting the survey. We also ask Amazon to limit respondents to those with an over

90 percent positive rating from past “requesters.”

In general, we were very pleased with the quality of responses. The correlations between

outcomes all appear reasonable (for example, those who call themselves Republican tend to

be white and male). Over 75 percent of respondents took the time to answer an open-ended

“feedback” question, with the majority saying positive things about the survey.

In Appendix Table 1 we show how the “bias questions” vary with treatment status.

First, it is worth noting that less than 14 percent found the survey biased at all—9.9 percent

finding it had a liberal slant and 3.8 percent a conservative slant. Importantly, however, cols.

(1) through (3) show that this characterization is unrelated to treatment status. Similarly,

survey fatigue should not affect our estimates of the treatment effect, as the average number

of minutes taken to complete the survey is also independent of treatment status.

4.2 Data sample

Table 1 provides detail on the mTurk workers who completed our survey, comparing them

to the (weighted) population of adults sampled in the 2010 American Community Survey.

Consistent with past work using mTurk workers, those who are younger, male and college-

educated are over-represented in our sample, while minorities are under-represented.

Table 2 compares a longer list of covariates, and examines differences between the con-

trol and treatment groups. Overall, there appears to be good experimental balance, with

only one variable (part-time status) showing a difference statistically significant at the five-

percent level. In particular, those variables we would ex ante suspect would have the greatest

impact on redistributive decisions—one’s view of how much the government should reduce

income inequality and an indicator for supporting President Obama in the 2012 election—

are essentially identical between treatment and controls groups (p values of 0.84 and 0.97,

respectively).

Our loss-aversion measures also appear relatively balanced across survey arms. R-loving

in losses is coded as 0 if the respondent rejects all three gambles in the loss domain, 1 if

she accepts only the $8 gamble, 2 if both the $8 and $11, and 3 if she accepts all three

gambles. R-loving in gains is defined in a parallel manner. Consistent with loss-aversion,

our respondents are more risk-loving in the loss than in the gain domain, and no differences

appear across survey arms. L-G risk subtracts R-loving in gains from R-loving in losses as
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an additional loss-aversion measure: in this case, how much more risk-loving a respondent is

in losses than in gains.

The last two variables refer to our loss-aversion vignettes. Higher WTA indicates that the

respondent demanded a higher price with a $300,000 initial price than the $250,000 price. In

fact, 80% of our respondents feel that the initial price is relevant to their decision. Finally, ∆

wage unfairness takes the 1-4 rating of unfairness that the employer would cut the current

employee’s wage to $8 and subtracts the same rating for the new employee. As such, it is

a measure of how much more unfair the cut is to the current employee and, indeed, our

respondents view it as substantially more unfair. That both of these reference point effects

survive our within-subject comparisons suggests that the behavior is deeply embedded and

persists even when subjects see the scenarios placed side-by-side.

5 Results from the redistribution experiment

5.1 Main results

Table 3 shows the main differences in total redistribution in the first stage for those first

assigned to the control versus those first assigned to the treatment. Recall that redistributing

$5 from the “richer” to “poorer” recipient would result in complete redistribution. Column

(1) shows the treatment effect controlling only for round fixed effects. Those in the control

group achieve nearly complete redistribution, shifting an average of $4.54 from the richer

recipient to the poorer one, or 91% of level of redistribution required for strict equality. Recall

that the default position of the slider was the status quo ($5 and $15) allocations, suggesting

that anchoring may, if anything, bias the control group results against inequality-reducing

redistribution.

Those assigned to the treatment redistribute on average $0.923 (or twenty percent) less

than those in the control. This difference is quite stable across a number of robustness checks.

Column (2) includes a number of control variables, some of which have a strong effect on

the decision to distribute. For example, subjects who agree with the statement that “the

government should reduce income differences” are less sensitive to the reference point of the

“richer” player and thus choose to reallocate more of their money to the poorer player (as we

might expect). But given the balance across the control and treatment arms documented in

Table 2, it is not surprising that the treatment effect is unaffected by the inclusion of these

controls.

Column (3) drops subjects who finished the survey in what we considered to be an unre-
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alistically short amount of time.6 The control group mean increases slightly, consistent with

the view that some rapid finishers simply clicked thoughtlessly through the redistributive

decisions, leaving the sliders in their default positions. The treatment effect increases when

these subjects are dropped.

Column (4) drops subjects who choose to make inequality-increasing reallocations—we

term “odd choices”. We present results with these subjects excluded to ensure that our

average treatment effect is not being driven by such choices. (One could in fact imagine such

choices as utility-maximizing under, say, a convex utility function.)

As Appendix Figure 5 shows, the treatment effect is negative and statistically significantly

different from zero in each individual round. The treatment effects from from roughly -1.4

to -0.77.

Figure 3 shows histograms of the final allocation for the ex-ante “poorer” player, both for

the treatment and control groups. For both groups, the distribution is bimodal, with most

of the mass at (10, 10) but also a second, shorter peak at 5. By contrast, there is almost no

mass in between these two points. Thus, most of the treatment effect occurs at the extensive

margin—the decision to redistribute at all—as opposed to increases in partial redistribution.

If losses are “more convex” than gains are “concave,” then after no redistribution, complete

redistribution is the utility-maximizing outcome. As such, the lack of partial redistribution

is consistent with subjects responding to the convexity of losses.

Table 5 shows these extensive margin results. Nearly four-fifths of control group respon-

dents set final allocations at (10, 10), as compared to only 60 percent of the treatment group,

for a treatment effect of 24 percent along the extensive margin. As before, this result is highly

robust to adding controls, as well as excluding suspiciously short surveys and “odd” choices

to increase inequality.

As noted in Section 3, all subjects are presented with the “reverse” experiment: those

first assigned to the treatment also face the control scenario, and vice versa. Our emphasis

is on the between-subjects analysis presented above, as respondents are likely to anchor at

least partially on their first response, and past work has shown that the tendency to anchor

may in fact be related to loss-aversion.7 Nonetheless, the within-subject treatment effects are

highly significant, though slightly smaller than the between-subject estimates. Table 6 shows

an average treatment effect of -0.836 (column 1), with a slightly smaller effect (column 2) for

those who start with the treatment scenario than those who start with the control scenario

(column 3). The final two columns show the result is robust to the two sample restrictions we

6Specifically, less than three minutes for the first round (as it did not have the post-treatment
modules on loss-aversion, and six minutes for the other rounds.

7See XX.
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tested in Tables 3 and 5, i.e., exclusion of very rapid and inequality-increasing respondents.

5.2 Magnitude of the reference point effect

To gauge the magnitude of the effect we document above, we compare our treatment effect to

the impact of having endowments earned by merit (score on an intelligence test) rather than

luck (a coin flip). Prior work has from polling data has shown that one of the most important

determinants of support for redistribution is whether an individual considers income to be

a function of merit versus luck (Alesina and Angeletos, 2005).

To make this comparison, we ran an additional wave of surveys where the control arm

was kept the same (the $5 and $15 endowments were determined by a coin flip, and the

strangers will only know their final allocations), while in the treatment arm, respondents

were told “the initial amounts given to Persons A and B were based on their performance on

SAT questions [emph. in original].”

There results are reported in Table 7. Consistent with the large effect of ‘merit’ on

redistribution found in past work, we observe that the coefficient on the treatment variable

is larger than in our reference-point experiment. Dividing the coefficients in this table by

their analogues in Table 3 suggests that our reference-point effect is between 50 and 63

percent of the luck-versus-merit difference. 8

Interestingly, the histogram of final outcomes takes a slightly different shape than for the

main experiment. There are still mass points at $5 and $10, but other intermediate choices

are now more popular. Whereas only nine percent of those assigned to the original treatment

chose an “in between” final allocation for the reference-point experiment, twenty percent do

so in the luck-versus-merit experiment, highlighting that respondents are more sensitive to

exact reference points in the first experiment.

5.3 Are treatment effects larger for the loss-averse?

We hypothesize that individuals make decisions in the original redistribution game by pro-

jecting their own loss-aversion onto other subjects. We therefore expect to see a stronger

treatment effect among those who are themselves more loss-averse.

In Table 8, we show results from estimating regressions of the form

8Our luck-versus-merit results are similar to those found in preliminary work by Chevanne et al.
In an undated online draft of their paper, they find that third-party dictators redistribute roughly
32 percent less when they are told initial inequality was due to effort. In our experiment, the effect
is closer to fifty, depending on the specification.
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Redistributioni = β1Loss-Aversei × Treatedi + β2Treatedi + β3Loss-Aversei + γXi + εi.

We hypothesize that β1 < 0. It is worth noting that this regression is a demanding

test: as Table 2 shows, the large majority of individuals give answers consistent with loss-

aversion in the surveys. Given that so much of the original result works through the extensive

margin, it might well be the case that a more loss-averse person will give the same answer

as an individual with less loss-averse, so long as they are both above some minimum level of

loss-aversion.

With this caveat in mind, Table 8 shows support for the notion that the treatment is

strongest among the loss-averse. Col. (1) shows that subjects who are risk-loving in the

loss domain exhibit a larger treatment effect. In fact, including this interaction reduces the

main effect of the treatment by nearly sixty perfect. Col. (2) shows that this effect becomes

stronger when those who finished the survey very quickly are dropped, and we keep this

restriction for the rest of the table.

Column (3) shows that risk attitudes over gains has no significant effect on the treatment.

When we subtract risk attitude in gains from the risk attitude in losses (so as to control

for some general tendency of risk-aversion) we also find a significant interaction effect in

the expected direction (col. 4). Our remaining loss-aversion measures go in the hypothesized

direction but are all insignificant.

We now examine whether our main loss-aversion measure is correlated with some other

attribute that is itself driving the interaction effect. In Appendix Table 2 we show results

for our main covariates interacted with the treatment effect. Of the nine variables, only one

(age) is even marginally significant. As such, differential treatment effects appear very small

outside of loss-aversion.

To further assess the robustness of our finding that own loss-aversion interacts signifi-

cantly with the treatment effect, we examine whether the coefficient on theRisk-loving in losses×
Treatment effect in col. (2) survives when we simultaneously control for all the interactions

documented in Appendix Table 2 (along with all underlying main effects). Column (7) shows

that the interaction of interest increases in magnitude and significance when these additional

controls are included.

5.4 Discussion

We find very robust evidence that, in their role as social planner, subjects’ decisions are

affected by whether the individuals over whom they are redistributing know their initial
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endowments. The high levels of redistribution we observe in the control condition suggest

that subjects have little innate respect for property rights as the dominant principle in their

redistributive decision-making, as in Nozick (1974). While the fact that the electorate does

not vote for complete redistribution in the real world is almost certainly over-determined (and

as such the ideas put forth in, for example, Saez and Stantcheva (2013) and Weinzierl (2012)

surely play a role) at least part of the explanation—reference points—can be reconciled with

classic utilitarianism, albeit with non-classical utility functions. The results from the control

arm of the experiment are thus interesting in their own right.

The treatment effect allows us to eliminate consumption commitments as the main expla-

nation for our experimental result. It is implausible that actual consumption commitments

could drive subjects’ decisions—the individuals over whom they were making decisions were

given money that, by construction, had not yet been spent. 9

We now turn to examine whether reference points can help explain preferences over actual

policies that voters encounter.

6 Survey results on reference points and preferred top income tax

rates

Our findings to this point indicate that subjects are sensitive to others’ reference points

in redistributive decisions. In order to relate our findings more directly to policy-relevant

questions, we complement this analysis with survey results on the reference dependence of

tax preferences.

6.1 The survey experiment

Following their redistributive decisions, in waves four and five we presented subjects with

one of two vignettes and then asked them to provide their ideal upper-income average tax

rate. Both vignettes took the following form:

There has been much talk about whether wealthy families are paying their fair

share in taxes.

Consider the following person. He has been working for about five years as a

9If individuals develop reference-dependent heuristics as a result of commonly observing con-
sumption commitments in their day-to-day lives, it could help to provide an underlying model
for reference dependent preferences. Examining this possibility may be an interesting direction to
pursue but is outside the scope of our paper.
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regional sales manager at a medium-sized firm. This year, his firm was taken

over by a larger corporation. While he will be doing the same job as before, to

make his pay compatible with the earnings of employees in his position at the

larger firm, his salary is now doubled, to $250,000.

If it were up to you, how much of his salary should he pay in taxes? (As a basis of

comparison, the average American pays about 22 percent in taxes on the income

they make.)

In the second version of the vignette, “This year” was replaced by “Soon after starting”

but was otherwise identical. Subjects were randomly assigned to the first condition, where

the protagonist had earned $250,000 for only a year, and the second condition where he had

earned the higher salary for nearly five years. (The 22 percent estimate for the “average

American” is derived from the NBER’s Taxsim for combined state and federal income taxes.

We add to that percentage the employee-side of payroll taxes to obtain 22 percent.) Subjects

provided their response using a slider positioned immediately below the vignette, with values

in the range [0,100] and the default set to zero. (See Appendix Figures 3 and 4 for screen

shots.)

Our analysis in this section is motivated by Gilbert (TK) among others, who argue

that individuals acclimate to circumstances—financial and otherwise—over time. Thus, we

conjecture that subjects presented with the vignette where the protagonist has been earning

$250,000 for nearly five years will set a lower ideal tax rate than those presented with a

protagonist that has earned a high income for only a short time (and hence is not yet

accustomed to his higher income).

6.2 Results

In the first column of Table 10, we present the basic “Treatment effect,” where Treated de-

notes that a subject was presented with the vignette where the protagonist’s salary increased

five years ago. Treated subjects choose a tax rate for the protagonist that is 1.2 percentage

points lower than control subjects (p-value=0.137); by comparison, the control group mean

is 29.1 percentage points.

Roughly four percent of subjects choose extreme values: either zero or above 90 percent.

We thus windsorize the dependent variable in col. (2)—setting all values at least as high as 3

percentage points (the smaller value after zero) and no higher than 60 percentage points (the
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99th percentile).10 Windsorizing increases the size of the effect (col. 2), as does in addition

excluding those who finish the survey very quickly (col. 3).

Col. 4 verifies that the result is not being driven by those who are choosing regressive

tax policies—setting the tax for the person making $250,000 below 22 percent, the level we

told them the average family was paid. The result survives this more extreme windsorizing.

It also survives adding our usual battery of controls (col. 5).

To gauge the size of this effect, we repeated the specification in col. (3) but replace our

treatment indicator with a dummy for having supported Obama in the 2012 election. Col.

(6) shows that being an Obama supporter in 2012 (as opposed to supporting Romney or

“other”) is associated with a 3.71 percentage point increase in the preferred tax rate. As

such, the magnitude of our reference-point effect in col. (3) is 47 percent of that associated

with supporting Obama.

For one wave of our experiment, we included a further, more general, question on tax

policy. Immediately after choosing their preferred tax rate for the protagonist, subjects were

asked, on a separate screen, “In general, how do you feel about increasing taxes on those

making $250,000 or more (as has been proposed in Congress recently)?” Possible responses

included Strongly oppose, Oppose, Favor, and Strongly favor. Based on these responses we

constructed a discrete outcome variable, Support tax hike, that takes on values from one to

four. The coefficient on Treated (subject read the vignette about the person earning $250,000

for five years) is -0.206 (significant at the five-percent level). That is, subjects who had just

been primed by reading a story about a person who had been rich for five years were less

likely to support a tax increase on those making $250,000 or more.

Cols. (2) and (3) shows that the effect remains when we drop subjects who make very

rapid decisions, and include standard controls. Col. (4) repeats the col. (2) specification to

gauge the “Obama” effect. In this case, our treatment effect is equal to roughly 34 percent of

this benchmark. Finally, col. (5) shows that our result from col. (3) is robust to condensing

the outcome variable into a binary support/oppose measure.

6.3 Discussion

While we tried to hold all else constant except the duration of the reference point in our

vignettes, it is of course possible that some consideration other than loss aversion leads

subjects to select lower tax rates following the Treated vignettes. We would argue, however,

that the most obvious source of bias would be in the direction of finding no effect: if subjects

10Another reason to exclude zero in particular is that it is the default position of the slider and
thus many of these individuals may have been simply skipping through the survey.
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believe that the recently-wealthy have fewer resources to cover an elevated tax burden, the

treatment effect may underestimate the impact of loss aversion on preferred tax rates.

Respondents could also perceive that protagonists that have earned high incomes for a

number of years have made long-term consumption commitments and therefore face a higher

utility loss, in the spirit of Chetty and Szeidl (2007). We argue that this consumption com-

mitments view presents one possible foundation for the existence of a loss aversion heuristic,

whether for oneself or, as is the case in our experiment, on behalf of others. In this paper

we aim to document the existence of reference dependence in redistributive decisions, rather

than attempting to distinguish amongst underlying explanations for loss aversion, of which

consumption commitments present just one possibility.

It is also interesting to note that, at least along some policy dimensions, there appears

to be respect for reference points with respect to the distribution of transfer policies as

well. For example, a policy that has been promoted recently is to require welfare and food

stamp recipients to pass drug tests. Interestingly, in a recent Rasumussen poll, while 53%

of respondents supported mandatory drug test for new applicants to welfare, only 29% sup-

ported that same requirement for current recipients. As such, respondents seemed to view

someone’s current benefits as more of an entitlement. The fact that many cuts in benefits

are “grandfathered in” can also be viewed as an implicit respect for beneficiaries’ reference

points.

7 Conclusion

One of the strongest results from social psychology is that individuals are loss-averse relative

to their current reference point. In this paper, we consider the implications of such reference-

dependent utility for standard models of optimal taxation, maintaining the assumption of a

utilitarian social welfare function. As losses—even for the wealthy—loom larger than gains,

much if not all of the welfare gain from redistribution may be erased. If individuals project

their own loss-aversion onto others when forming their redistributive preferences, then loss-

aversion might help explain the gap between voters’ stated policy preferences and the pre-

diction from utilitarian optimal tax models.

We provide robust results that, in a laboratory setting, individuals who are given the op-

portunity to redistribute amongst recipients with unequal endowments are highly sensitive

to the recipients’ reference points. When the recipients do not know their initial endowments,

the redistributor erases close to the full ex-ante income gap. However, redistribution is re-

duced by more than twenty percent when the recipients do know their ex ante endowments.

This reference-point effect is large in magnitude, between one-half and two-thirds the effect
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of having endowments determined via performance on an academic test versus a coin flip.

Our findings suggest that it may be useful to draw on recent findings in behavioral

economics more broadly in understanding voters’ preferences for redistribution. There is

a rich literature—both theoretical and experimental—which aims to describe individuals’

distributional preferences, almost always in the form of modified dictator games. It may be

possible to link this body of research more directly to public finance questions by examining

analogous questions in the type of social planner experiment we us in this paper. Similarly,

the various cognitive biases that have been documented by social psychologists may have

consequences for attitudes toward taxation. (One obvious example of this is optimism bias,

which would lead low-income individuals to vote against progressive redistribution because

of incorrect beliefs about their own future wealth.)

The existence of reference-dependent preferences in redistributive decisions may also help

to explain some puzzling aspects of tax policy: For example, if wealth is a more salient

reference point than income, it could help to explain the lack of broad-based support for

wealth taxes (and may be reason for skepticism that recent wealth tax proposals will get

much traction). Our findings may suggest that tax increases—whether based on wealth

or income—might be better-received if policymakers can commit to them several years in

advance of their implementation, thus allowing individuals to adjust their reference wealth

or income ahead of the actual change. A fuller analysis of the consequences of reference-

dependent utility for taxation—how reference points are set and evolve in response to policy

changes or pronouncements; whether there are circumstances that attenuate or intensity the

role of reference-dependence in redistributive preferences; and so forth—is a further area for

future research.
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Figure 1: Redistribution with standard utility functions
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Figure 2: Redistribution with reference-dependent utility
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Figure 3: Histogram of ex-post allocations for the ex-ante poorer player
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Table 1: Summary statistics in mTurk sample compared to ACS

(1) (2)
mTurk Sample ACS sample

Age 33.27 46.40
Female 0.418 0.515
White (non-H) 0.773 0.669
Black 0.0705 0.120
Hispanic 0.0618 0.143
Asian 0.0712 0.0503
Coll. grad. 0.455 0.257
Family income 49558.2 71315.4

Obervations 1,376 2,369,395

Table 2: Further summary statistics and experimental balance

(1) (2) (3) (4)
Cont. mean Tr. mean Diff. P-val

Age 33.96 32.77 1.187 0.0557
Female 0.414 0.411 0.00215 0.936
White 0.788 0.762 0.0257 0.262
Black 0.0711 0.0730 -0.00186 0.895
Hisp 0.0479 0.0730 -0.0251 0.0540
Asian 0.0711 0.0668 0.00435 0.755
Income 5.340 5.384 -0.0445 0.744
Student 0.0856 0.107 -0.0215 0.183
Fulltime 0.434 0.438 -0.00393 0.885
Partime 0.160 0.120 0.0401 0.0352
Supported Obama in 2012 0.644 0.645 -0.001000 0.970
College 0.454 0.450 0.00397 0.884
Gov sd reduce inc diffs 4.794 4.815 -0.0213 0.840
R-loving (losses) 1.491 1.398 0.0932 0.202
R-loving (gains) 0.811 0.846 -0.0352 0.581
L - G risk 0.674 0.567 0.107 0.283
Higher WTA 0.802 0.806 -0.00457 0.865
∆ Wage unfairness 1.326 1.419 -0.0937 0.112

Observations 690 646 1336 1336
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Table 3: Main between-subject results (using only first-stage observations)

Dept. var: Amount redistributed

(1) (2) (3) (4)

Treated in first stage -0.923∗∗∗ -0.967∗∗∗ -0.984∗∗∗ -0.951∗∗∗

[0.130] [0.136] [0.134] [0.109]

Age -0.00200 -0.00550
[0.00637] [0.00530]

Female 0.190 0.220∗

[0.138] [0.112]

White -0.653 -0.252
[0.441] [0.374]

Black -0.255 -0.191
[0.497] [0.422]

Hisp -0.587 -0.228
[0.513] [0.433]

Asian -0.487 -0.326
[0.508] [0.426]

Family income -0.00000117 0.000000843
[0.00000183] [0.00000148]

Student 0.264 0.305
[0.270] [0.219]

Fulltime 0.0730 -0.0477
[0.160] [0.131]

Partime -0.436∗∗ -0.392∗∗

[0.213] [0.175]

Supported Obama in 2012 0.0226 0.0662
[0.158] [0.129]

Coll. grad. -0.285∗∗ -0.250∗∗

[0.142] [0.116]

Gov sd reduce inc diffs 0.209∗∗∗ 0.219∗∗∗

[0.0395] [0.0324]

Cont. gp. mean 4.545 4.590 4.580 4.356
Ex. short duration No Yes Yes Yes
Ex. odd choices No No No Yes
Observations 1348 1231 1223 1147
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Table 4: Between-subject results (extensive margin)

Dep. v.: Complete redistribution

(1) (2) (3) (4)

Treated in first stage -0.187∗∗∗ -0.195∗∗∗ -0.204∗∗∗ -0.217∗∗∗

[0.0248] [0.0259] [0.0254] [0.0248]

Cont. gp. mean 0.781 0.787 0.787 0.840
Controls? No Yes Yes Yes
Ex. short duration No Yes Yes Yes
Ex. odd choices No No No Yes
Observations 1348 1231 1223 1147

Notes:“Controls” include all covariates reported in Table 3. ∗p < 0.1,∗∗ p < 0.05,∗∗∗ p < 0.01

Table 5: Between-subject results (extensive margin)

Dep. v.: Complete redistribution

(1) (2) (3) (4)

Treated in first stage -0.187∗∗∗ -0.195∗∗∗ -0.204∗∗∗ -0.217∗∗∗

[0.0248] [0.0259] [0.0254] [0.0248]

Cont. gp. mean 0.781 0.787 0.787 0.840
Controls? No Yes Yes Yes
Ex. short duration No Yes Yes Yes
Ex. odd choices No No No Yes
Observations 1348 1231 1223 1147

Notes:“Controls” include all covariates reported in Table 3. ∗p < 0.1,∗∗ p < 0.05,∗∗∗ p < 0.01

Table 6: Between-subject results (extensive margin)

Dept. var: Amount redistributed

(1) (2) (3) (4) (5)

Treatment -0.836∗∗∗ -0.658∗∗∗ -0.959∗∗∗ -0.899∗∗∗ -0.940∗∗∗

stage [0.0802] [0.126] [0.104] [0.0841] [0.0706]

Cont. gp. mean 4.414 4.411 4.415 4.469 4.277
Sample All T→C C→T All All
Ex. short duration No No No Yes No
Ex. odd choices No No No No Yes
Observations 1956 764 1192 1787 1828

Notes:“Controls” include all covariates reported in Table 3. C → T denotes the subsample that
was first randomized into the control scenario and then the treatment scenario. T → C denotes
the subsample that was first randomized into the treatment scenario and then the control
scenario. ∗p < 0.1,∗∗ p < 0.05,∗∗∗ p < 0.01
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Table 7: Luck (control) versus merit (treatment), between-subject results

Dep. v.: Amount redistributed

(1) (2) (3) (4)

Treated in first stage -1.846∗∗∗ -1.770∗∗∗ -1.806∗∗∗ -1.464∗∗∗

[0.308] [0.309] [0.314] [0.265]

Cont. gp. mean 4.467 4.467 4.474 4.120
Controls? No Yes Yes Yes
Ex. short duration No No Yes No
Ex. odd choices No No No Yes
Observations 277 277 269 251

Notes:“Controls” include all covariates reported in Table 3. ∗p < 0.1,∗∗ p < 0.05,∗∗∗ p < 0.01

Table 8: Interacting loss-aversion measures with treatment status

Dept. v.: Amount redistributed

(1) (2) (3) (4) (5) (6) (7)

Treated in first stage -0.395 -0.329 -0.999∗∗∗ -0.679∗∗∗ -0.579 -0.785∗∗∗ -1.451∗∗

[0.264] [0.275] [0.217] [0.178] [0.376] [0.255] [0.691]

Tr. x R-loving (losses) -0.280∗ -0.369∗∗ -0.407∗∗∗

[0.146] [0.154] [0.156]

Tr. x R-loving (gains) 0.113
[0.172]

Tr. x R-loving (L-G) -0.241∗∗

[0.113]

Tr. x Higher WTA -0.369
[0.418]

Tr. x ∆ Wage unfairness -0.0802
[0.148]

Cont. gp. mean 4.480 4.496 4.498 4.463 4.518 4.575 4.496
Ex. short No Yes Yes Yes Yes Yes Yes
Covar x Treat incl? No No No No No No Yes
Observations 856 792 813 782 809 1053 792

Notes: All regressions include round fixed effects and the controls listed in Table 3. “Covar x
Treat incl.” means that interactions with Treat and the following list of variables are all included
simultaneously: age, female, white income, student status, full-time status, Obama support,
college degree, and support for government redistribution. The main effects of these interactions
are controlled for in all regressions. ∗p < 0.1,∗∗ p < 0.05,∗∗∗ p < 0.01
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Table 9: Preferred tax for person who became rich five versus one year ago

Dept. var: Chosen tax rate

(1) (2) (3) (4) (5) (6)

Treated (rich for -0.0121 -0.0135∗ -0.0173∗∗ -0.0157∗∗ -0.0118∗

five years) [0.00815] [0.00737] [0.00753] [0.00610] [0.00692]

Supported Obama in 0.0371∗∗∗

2012 [0.00766]

Cont. gp. mean 0.291 0.290 0.289 0.300 0.288 0.288
Windsorized No Yes Yes Yes Yes Yes
Ex. short duration No No Yes Yes Yes Yes
Winds. (min = .22) No No No Yes No No
Controls No No No No Yes No
Observations 652 652 603 603 594 594

Table 10: Desire a tax increase on those about $250K, after reading vignette

Support tax hike (1-4) Yes/No

(1) (2) (3) (4) (5)

Treated (rich for -0.206∗∗ -0.208∗∗ -0.167∗∗ -0.0909∗∗

five years) [0.0983] [0.102] [0.0819] [0.0437]

Supported Obama in 0.616∗∗∗

2012 [0.101]

Cont. gp. mean 3.118 3.120 3.122 3.122 0.818
Ex. short duration No Yes Yes Yes Yes
Controls No Yes Yes Yes Yes
Observations 321 297 293 293 293
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Appendix Table 1: Assessing perceptions of bias and survey fatigue, by survey arm

(1) (2) (3) (4)
LW bias RW bias No bias Minutes

Treated in first -0.00509 -0.00185 0.00216 -0.494
stage [0.0162] [0.0103] [0.0189] [0.410]

Cont. gp. mean 0.0987 0.0377 0.862 12.42
Observations 1330 1330 1330 1161
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Appendix Figure 1: Main redistribution experiment (control arm)
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Appendix Figure 2: Main redistribution experiment (treatment arm)
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Appendix Figure 3: Income tax experiment (control arm)

Appendix Figure 4: Income tax experiment (treatment arm)
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Appendix Figure 5: Treatment effects and ninety-five-percent confidence intervals, by round
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Appendix Table 2: Differential treatment effects from between-subject results

Dept. var: Amount redistributed

(1) (2) (3) (4) (5) (6) (7) (8) (9)

Treated in first -1.557∗∗∗ -1.009∗∗∗ -0.783∗∗∗ -0.909∗∗∗ -0.879∗∗∗ -0.901∗∗∗ -0.778∗∗∗ -0.889∗∗∗ -1.187∗∗∗

stage [0.401] [0.167] [0.272] [0.295] [0.135] [0.171] [0.215] [0.174] [0.343]

Tr. x Age 0.0193∗

[0.0114]

Tr. x Female 0.227
[0.261]

Tr. x White -0.170
[0.308]

Tr. x Income -0.00114
[0.0492]

Tr. x Student -0.375
[0.435]

Tr. x Fulltime -0.0321
[0.259]

Tr. x Supported -0.214
Obama in 2012 [0.268]

Tr. x College -0.0588
[0.259]

Tr. x Gov sd 0.0565
reduce inc diffs [0.0663]

Mean, dept. var 4.115 4.115 4.115 4.115 4.115 4.115 4.115 4.115 4.115
Observations 1331 1331 1331 1331 1331 1331 1331 1331 1331

Notes:“Controls” include all covariates reported in Table 3.
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