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Abstract 

 

When individuals take part in decision experiments, their answers are typically subject 

to some degree of noise / error / imprecision. There are different ways of modelling this 

stochastic element in the data, and the interpretation of the data can be altered radically, 

depending on the assumptions made about the stochastic specification. This paper 

presents the results of an experiment which gathered data of a kind that has until now 

been in short supply. These data strongly suggest that the 'usual' (Fechnerian) 

assumptions about errors are inappropriate for individual decision experiments. 

Moreover, they provide striking evidence that core preferences display systematic 

departures from transitivity which cannot be attributed to any 'error' story. 
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Introduction 

Most theories of decision making under risk are expressed in deterministic form, 

as if an individual‟s preferences are precise, stable and consistent with some „core‟ of 

axioms or well-defined components (such as a utility function and/or a probability 

weighting function). Interpreted literally, the implication is that if a particular individual 

is asked to reveal his preference by choosing between two alternatives, G and H, he will 

(except in the very special case of indifference) always make the same choice every 

time the two are offered under the same conditions.  

However, this is in sharp contrast with extensive experimental evidence going 

back more than 50 years which suggests that, when asked to choose between pairs of 

lotteries on two or more occasions within a short period of time, many individuals do 

not always choose the same alternative. Indeed, it is not uncommon to find 15%-30% 

„switching rates‟ in experimental repeated binary choice data (see, for example, 

Mosteller and Nogee, 1951; Luce, 1962; Starmer and Sugden, 1989; Camerer, 1989; 

Hey and Orme, 1994; Ballinger and Wilcox, 1997; Loomes and Sugden, 1998). 

This raises two questions. How might we understand and model the observed 

variability in the data? And what are the implications for the way(s) in which we might 

try to discriminate between different classes of stochastic model?  

 What we might regard as the „mainstream‟ approach to these questions has 

involved trying to convert (some of) the standard axioms of decision theory into 

probabilistic form. An early and comprehensive summary of developments along these 

lines can be found in Luce and Suppes (1965). More than 40 years later, Reiskamp et al. 

(2006) reviewed the evidence about noise in discrete choice data using a framework 

broadly similar to the one used by Luce and Suppes. Although a great deal of applied 

work was conducted in the intervening period, both in „laboratory‟ experiments in 

economics and psychology and in many analyses of market and survey data using 

different forms of discrete choice models (see, for example, Manski, 2001), the basic 

conceptual approach has remained much the same: namely, to take the axioms of 

standard deterministic theory and to modify them (particularly, the transitivity axiom) 

so as to express them probabilistically. Luce and Suppes‟ chapter and Reiskamp et al.‟s 

survey are both essentially organised according to a hierarchy of modifications along 

these lines.   

 Such a „top-down‟ approach, which starts with a tight axiom system that 

produces a simple and tractable theoretical structure and then progressively loosens it, is 
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one way of trying to build a model of stochastic decision behaviour. But it is not the 

only way. An alternative strategy, which we explore in this paper, involves starting with 

possible representations of the actual decision process and then examining their various 

implications for modelling noise in people‟s judgments and decisions. As we shall 

show, the end results of this strategy can be related to the more conventional hierarchy 

established by Luce and Suppes and their successors; but our approach is sufficiently 

different in form and substance to generate some new insights. Indeed, because it is 

rather different and does entail possibilities that are challenging to the way that many 

economists and mathematical psychologists have been trained to think, we explain our 

approach from „first principles‟. 

   We start from what many regard as the simplest case: an individual being asked 

to make a choice between two lotteries which can be accommodated in the template in 

Figure 1 below. Here there are just three (money) payoffs x3 > x2 > x1. The probabilities 

of each payoff under the (safer) lottery G are, respectively, p3, p2 and p1, while the 

corresponding probabilities for the (riskier)
1
 lottery H are q3, q2 and q1, with q3 > p3, q2 

< p2 and q1 > p1.  

 

Figure 1: The Basic Pairwise Choice Format 

 

 p3 p2 p1 

 

G 

 

x3 

 

x2 

 

x1 

      

 

H 

 

x3 

 

x2 

 

x1 

 q3 q2 q1 

 

 

Although this template is broad enough to accommodate any pairwise choice 

involving up to three payoffs, the great majority of experimental tasks involve simpler 

formats – most commonly, those where G is a sure thing (i.e. where p2 = 1) or else 

where G is a two-payoff lottery (with p3 = 0; 1 > p2, p1 > 0) being compared with a two-

                                                 
1
 „Riskier‟ in the sense giving greater weight to the more extreme payoffs: H offers a higher chance of 

both the best and the worst payoffs.  
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payoff H lottery (q2 = 0, 1 > q3, q1 > 0). It is also straightforward to analyse various 

simple equivalence tasks within this framework. However, since much of the 

conventional literature up to and including Reiskamp et al. has been couched primarily 

in terms of choice, this will be our initial focus. 

One way of modelling the choice process is as follows. The individual starts 

with one option and evaluates it according to his/her preference function. For a 

conventional expected utility maximiser, this involves weighting the von Neumann-

Morgenstern utility of each payoff by its probability and summing over all payoffs 

offered by that option to derive its subjective value (SV).
2
 Alternatively, for anyone 

operating according to some form of rank-dependent expected utility theory, the utilities 

are weighted according to a nonlinear transformation of the probabilities to give the 

option‟s SV to that individual. Whichever of these (or many – though not all – other) 

theories we consider, the idea is that there is an interaction between the payoffs and 

probabilities of the option and the decision maker‟s preferences which generate an SV 

for G, which is then stored in that individual‟s short-term memory. She now turns to H, 

evaluates that according to the same preference function, and derives her SV for H. In a 

pairwise choice, she then retrieves the SV for G from store and compares it with the SV 

for H and chooses whichever is higher.
3
   

 As outlined above, this is a model of deterministic choice: according to this 

story, each option is evaluated with exact precision and accuracy according to the same 

preference function. There is no error or noise or imprecision or failure of retrieval from 

short-term memory. Were the individual to be asked to repeat the task on several 

occasions within the timespan of an experiment, such a story would entail the same 

choice being made on every one of those occasions. But that, of course, is contrary to 

the evidence we are seeking to explain. So, how can this story be modified? 

 One possible modification is to allow for mistakes in the computation process: 

that is, to allow that people sometimes get one or more of the multiplication tasks wrong 

when weighting payoffs by probabilities, and/or add these terms up incorrectly (and/or, 

in the case of rank-dependent models, miscalculate the probability transformations in 

some way). Such errors of clumsiness or inattention seem human enough, and may be 

                                                 
2
 Under standard vNM theory, this subjective value is simply the option‟s expected utility. But to allow 

for a broader class of non-standard models, the more general SV notion is useful. 
3
 When choosing from more than two options, the process can be modelled as the evaluation and storage 

of each SV in turn, until at the end all SVs are retrieved and compared, with the highest of all indicating 

which option to choose. 
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part of the story, especially when the alternatives are many and complex. However, 

when the focus is upon pairwise choices between alternatives involving no more than 

three quite familiar money payoffs and often involving fairly simple probabilities, such 

„trembles‟ (as they have come to be known) do not provide an adequate account of the 

prevalence and patterns of reversals in the data.
4
  

 Another possible modification, which can sit alongside the „tremble‟ account but 

which is independent of it, involves some notion of the inherent imprecision and 

variability of human judgment. Even when there are some objective values that can be 

assigned to objects, humans may not always judge the magnitude of those values with 

absolute precision and accuracy. For example, more than 150 years of psychophysical 

experiments dating back to Fechner and Weber have shown that, when asked to 

discriminate between two objects according to some physical dimension (e.g. weight, 

length, loudness, brightness, etc.), humans exhibit misjudgments that operate as if 

according to certain simple laws.
5
 In particular, the perceived magnitude of any 

stimulus can be modelled as an approximately symmetrical distribution centred on the 

true magnitude, with such „noise‟ reflecting the natural randomness inherent in human 

brain processes – see Deco et al. (2009). 

 When this account is applied to the choice task we have been considering, it 

generates a model where what is stored in short-term memory is not the precise 

subjective value of G, denoted by SVG, but the subjective value perceived at the 

moment of evaluation as SVG + G, where G is a disturbance term drawn at random 

from a distribution centred on SVG. Then the model supposes that, having committed 

this perceived SV to memory, the decision maker evaluates H by a process which is also 

subject to (its own) noise, giving a perceived subjective value of SVH + H, where H is 

drawn independently of G and where the two  distributions may have different 

variances. This judged value is then compared with the retrieved SVG + G, and the 

individual chooses whichever of these realisations is the greater. This is what we shall 

henceforth refer to as the Basic Fechner (BF) model of stochastic choice. 

 Before examining the intuitive plausibility of this model and contrasting it with a 

somewhat different model, we consider its relationship with certain themes in the 

                                                 
4
 Loomes, Moffatt and Sugden (2002) included an allowance for such „trembles‟ as an adjunct to other 

models and concluded that the prevalence of such errors is low – between 1% and 2%. 
5
 In brief, psychophysics is the study of the relationship between changes in one or more of the physical 

properties of stimuli and the psychological experience or perception engendered by those changes. 
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probabilistic choice literature summarised by Luce and Suppes (1965) and by Reiskamp 

et al. (2006).  

 Under the assumptions of an error-free deterministic model that incorporates 

transitivity, it is as if any particular lottery can be assigned a precise SV which is 

determined entirely on the basis of the way in which the characteristics of the lottery 

interact with the individual‟s preference function, with this SV applying within any and 

every choice set in which that lottery is an element. The BF model extends the notion of 

transitivity in the following way: instead of assigning the lottery a precise SV, it is 

assigned a distribution of SVs. So now, instead of each option in a choice set being 

associated with an exact SV, with the decision maker always choosing according to 

which of those SVs is greatest, the BF model supposes that each option is represented 

by its distribution of SV + , and that on any particular occasion when a choice has to 

be made, it is as if there is an independent random draw from each distribution, with the 

choice rule being to pick according to whichever of these drawn values is highest. 

 Viewed from this perspective, the different levels of the Reiskamp et al. (2006) 

hierarchy can be interpreted as different degrees of restriction upon the shapes of, and 

interactions between, the  distributions. Rather than work through the whole hierarchy 

here, it is sufficient for our immediate purposes to go directly to the weakest of all of 

the conventionally identified conditions (at the bottom of the left-hand list in Reiskamp 

et al.‟s Figure 1 (2006, p.632)), namely, weak stochastic transitivity (WST).  

 Consider a triple of lotteries {G, H, K} and an individual who is asked to make 

enough choices between the three pairwise combinations to adequately reflect how the 

distributions of SVG + G, SVH + H and SVK + K generate frequencies of pairwise 

choices in the limit: that is, how these distributions translate into the probabilistic 

choices that feature in the WST criterion. WST entails: 

 

 If pr(G   H) ≥ 0.5 and if pr(H   K) ≥ 0.5 then pr(G   K) ≥ 0.5  (1) 

 

 where   denotes „is chosen rather than‟. 

 In terms of the BF model, the only requirement/restriction on the  distributions 

is that the mean and median for each distribution should be 0. Since it is only the sign of 

the difference between any two SVs that matters in pairwise choice, (1) is satisfied if 

there is a weakly transitive ordering over the median values of SVG, SVH and SVK.  
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If one can show that WST is violated, it follows that a great many other 

essentially Fechnerian models that entail somewhat stronger restrictions are also liable 

to fail. In the words of Reiskamp et al. (2006, p.646): “ . . . many strong probabilistic 

choice theories must also satisfy weak stochastic transitivity, including all simple 

scalable or fixed utility theories, elimination by aspects theory and decision field theory. 

. . Among the random utility models considered here, only the mixed logit model allows 

violations of weak stochastic transitivity . . . In contrast, the other random utility 

models, like, for instance, the generalized extreme value model, obey the principle of 

weak stochastic transitivity . . .”. Since that paper was published, some other variants of 

Fechner models have been developed: for example, Blavatskyy (2009) and Wilcox 

(2009); but all of these make assumptions at least as strong as WST and would therefore 

also fail in the face of systematic violations of WST. 

 Reiskamp et al. conclude their Section 6 on WST with what many 

conventionally trained theorists might find to be reassuring words: “However, these 

(WST) violations – in stark contrast to violations of strong stochastic transitivity – are 

relatively rare . . . For these reasons, it can be argued that the principle of weak 

stochastic transitivity should generally be retained as a bound of rationality. Descriptive 

theories that do not allow violations of weak stochastic transitivity usually perform 

reasonably well when predicting choice behaviour in many, perhaps even most, 

situations.”  

 Our experiment will provide evidence to challenge this claim. However, we 

acknowledge that the evidence from one experiment will not, on its own, be sufficient 

to persuade most of those who have become accustomed to see transitivity as an 

essential requirement of rational preference. So we now turn to a different way of 

modelling the decision process which allows us to see why WST may fail and why a 

different approach to modelling stochastic choice can more readily accommodate the 

data.   

 Consider again the individual presented with a choice that can be accommodated 

within the Figure 1 format. Processing G and H entirely separately and putting the first 

SV in store to be retrieved and compared with the second SV is one story. But it is a 

very special and, arguably, somewhat counter-intuitive account of what many people 

actually do. When two alternatives which have different values on different dimensions 

are presented at the same time, and when an individual is being asked to form a 

judgment about the balance of advantages between the two, it seems quite reasonable to 
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allow that the individual will not rely solely upon serial within-lottery processing of 

each alternative completely independently of the other, but may make a number of 

direct between-lottery comparisons – between the payoffs they each offer and between 

the probability of G turning out better than H as compared with the probability of H 

turning out better than G. 

 With human subjects, it is not easy to observe directly (e.g. through probes into 

different regions of the brain
6
) just what is happening, but some clues may be gleaned 

from less invasive methods, such as tracking eye movements. This technology has not 

(yet) been used extensively in this context, but there is some evidence which is at least 

indicative. For example, Arieli et al. (2010) tracked eye movements in several lottery 

choice tasks involving a larger probability of a lower positive payoff versus a smaller 

probability of a higher positive payoff (otherwise zero in both cases): that is, in terms of 

Figure 1, x3 > x2 > x1 = 0, with G being a two-payoff lottery with p3 = 0; 1 > p2, p1 > 0, 

and with H being a two-payoff lottery where q2 = 0, 1 > q3, q1 > 0. In their Table 1, they 

report individuals being about equally likely to make eye movements which are 

consistent with between-lottery comparisons as eye movements which are consistent 

with within-lottery processing in the cases where expected values are easier to estimate, 

but when those calculations become a little more difficult, the proportions of within-

lottery movements fall and the proportions of between-lottery movements increase and 

predominate.  

 The evidence of at least as many between-lottery movements as within-lottery 

movements suggests that individuals may be evaluating the lotteries jointly and 

simultaneously rather than – or perhaps, in conjunction with
7
 – a within-lottery 

computation. Such between-lottery judgments may be in keeping with an alternative 

account of the way in which the choice is made, as follows. The individual sees that the 

riskier lottery H in Figure 1 offers a chance of a better outcome – a (q3-p3) probability of 

getting x3 rather than x2 – but also entails a chance of ending up with a worse outcome – 

                                                 
6
 Although the use of fMRI scanners has become increasingly popular in „neuroeconomics‟ and may be 

able to detect the fact that some areas of the brain are more active than some others for different decision 

tasks, and that something might be learned from such associations, that technology is not able to show the 

details of just which items of information are being observed and how they are interacting with other 

stimulus components.   
7
 For expositional reasons, it may be helpful to contrast a purely sequential within-lottery procedure with 

a purely simultaneous between-lottery procedure, but the reality may be that both procedures are used, 

perhaps to different degrees, by many people. Our argument is not that it is either one „pure‟ case or the 

other: our objective is simply to examine the implications of allowing between-lottery judgments rather 

than restricting the model to purely within-lottery sequential procedures of the kind implicit in the BF 

model. 
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a (q1-p1) probability of getting x1 rather than x2. The decision maker must judge the 

balance between these two payoff differences which pull in opposite directions. Let the 

individual‟s noisy subjective evaluation of the difference favouring H over G be 

denoted by f(x3, x2) – which must always be strictly positive – and let his noisy 

subjective evaluation of the difference favouring G over H be denoted by f(x2, x1) – also 

always strictly positive – where f(x3, x2) and f(x2, x1) are independent random draws 

from separate distributions. The decision maker weights each of the noisy subjective 

evaluations by (some function of) the relevant probabilities (q3-p3) and (q1-p1) and 

chooses whichever alternative exerts the greater pull.  

 So, for example, in the case where preferences are linear in the probabilities, the 

choice rule is: 

 

                    >       

 G  ~  H    (q1-p1).f(x2, x1)   =  (q3-p3).f(x3, x2)   (2) 

                    <  

 

which can be rearranged as: 

 

                               >       

 G  ~  H    (q1-p1) / (q3-p3)  =  f(x3, x2) / f(x2, x1)   (3) 

                              <  

 

Notice that if we replace f(xi, xj) by u(xi)-u(xj) where the u(.)s are von Neumann-

Morgenstern utilities, Expression (3) is simply a form of the standard EU decision rule. 

Put another way, we can think of any pair of f(x3, x2) and f(x2, x1) as being equivalent to 

a particular u(.) function, so that when the same choice between G and H is presented 

on different occasions, the different pairs of f(x3, x2) and f(x2, x1) drawn on each 

occasion can be modelled as if a different u(.) function is drawn and applied to the 

decision problem on each occasion. 

 This is, in effect, the essence of the random preference (RP) approach proposed 

by Becker et al. (1963). Rather than supposing that each person is characterised by just 

one core preference function, RP allows that an individual‟s judgments may fluctuate to 

some extent from one moment to another. Thus it is as if an individual‟s judgmental 

apparatus comprises of some continuum of states of mind, with each state of mind 
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represented by (slightly) different parameterisations of some preference function. Under 

the simplifying assumptions made to generate (2) and (3), this generates a model where 

each state of mind may be represented by a different u(.). But the approach is more 

general and can be applied to any of the very many non-EU alternatives. On this basis, a 

particular individual‟s preferences might be modelled as a distribution over some set of 

functions, one for each state of mind, with any one of these having some probability of 

being the current state of mind at the time a particular judgment is made.  

Thus, in a particular choice between two lotteries, G and H, it is as if the 

individual samples a preference function at random from her set and applies it to that 

choice as a whole, evaluating both lotteries simultaneously on the basis of that function 

and choosing whichever is preferred according to that particular function. On the next 

occasion when a choice is made between those same two lotteries, it is as if she samples 

again from her distribution and applies this freshly sampled function to both lotteries. If 

her set comprises some functions which favour G over H and others which favour H 

over G, the probability that an individual chooses G can thus be modelled as the 

probability of drawing at random from her set a preference function which evaluates G 

more highly than H.  

Of course, the supposition that each choice between G and H is made as if on the 

basis of independent random draws (with replacement) may well be an 

oversimplification. In reality, we might not be surprised to see some degree of 

correlation in cases where the same, or very similar, choices are made in direct 

succession. But in many experiments where the same pairs are presented on more than 

one occasion, those occasions are separated by a variety of other choices (and 

sometimes, rather different types of task), so that the assumptions of independence may 

not be too implausible. In any case, since much the same supposition in this respect is 

made for both RP and BF, this is not the respect in which we can easily distinguish 

between them.  

However, in other respects the two approaches can differ radically. To illustrate 

this, consider the case where the individual is, at core, an EU maximiser and where he is 

presented with a choice between H, which offers a 50-50 chance of 20€ or 0, and G, 

which offers a 50-50 chance of 20€ or 5c – that is, G first-order stochastically 

dominates H, although the difference in their expected values is quite small. 

Under the RP approach, the individual‟s state of mind – that is, the particular 

vN-M utility function he applies to the choice – may vary from moment to moment; but 
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every one of these functions respects first-order stochastic dominance (FOSD). Thus, 

whichever state of mind he may be in at the moment of choice, he always prefers G to 

H: hence  Pr(G H) = 1. 

Contrast that with the BF approach applied to an EU maximiser operating on the 

basis of a single vN-M utility function to which s are added independently for each 

option. On the basis of that function, SVG is greater than SVH; but the difference is 

small, and may be dwarfed by the variances of G and H, with the result that on a 

substantial minority of occasions, the realisation of H may exceed the independent 

realisation of G to a degree which more than offsets the difference between SVG and 

SVH. On these occasions, SVG + G < SVH + H and the dominated lottery H is chosen. 

In such cases, then, the BF model entails a substantial probability (less than 0.5, but 

conceivably not much less) of observing a violation of FOSD. 

 In this respect, such evidence as there is comes much closer to RP than to the BF 

model. For example, Loomes and Sugden (1998) asked 92 respondents to make 45 

binary choices, with each choice presented twice. In 40 of these pairs, neither lottery 

dominated the other, and out of 3,680 (92 x 40) instances, there were 676 cases (18.4%) 

where the choice on the second occasion was different from that on the first. In the other 

5 pairs, one lottery dominated the other, usually by offering a 0.05 higher chance of the 

best payoff and a 0.05 lower chance of the worst payoff. In these pairs, out of a total of 

920 observations (92 respondents each making 5 choices on two occasions), FOSD was 

violated in just 13 cases – a rate of less than 1.5%. Under the BF approach, there is no 

reason to expect the rate to be so much lower in cases involving dominance: indeed, 

since the differences in expected values were mostly smaller in the pairs involving 

dominance, the rate of violation might, if anything, have been expected to be higher in 

those pairs. Such a low rate can be more readily reconciled with RP (which entails a 0% 

rate) supplemented by an occasional „tremble‟.
8
  

Of course, it might be argued that if the only shortcoming of the BF approach is 

its overprediction of violations of FOSD, that can be finessed by assuming (as 

Kahneman and Tversky‟s (1979) Prospect Theory does) some prior editing phase which 

identifies and eliminates any transparently dominated options. Another strategy would 

be to reformulate the decision process in a way which maintains the essence of the 

                                                 
8
 Loomes, Moffatt and Sugden (2002) argue that some allowance for such „trembles‟ may be a useful 

adjunct to both Fechner and RP models, but they suggest that the prevalence of such „pure‟ errors is low. 
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Fechnerian approach but builds in a „trap‟ to filter out any possibility of violations of 

FOSD. This latter, in different ways, is what is done by the models proposed by 

Blavatskyy (2009) and by Wilcox (2009). 

However, as noted earlier, these later models continue to subscribe to a principle 

at least as strong as WST. But the RP approach does not, in general, entail WST.
9
 So 

one way of discriminating between RP and a broad class of Fechnerian models is to 

examine the extent of conformity with, or violation of, WST. Our experiment allows us 

to conduct just such an examination.  

In the next section we set out the key features of the experimental design. In 

section 3, we report the results. These results raise serious doubts about the 

appropriateness of Fechner models in this area and suggest that RP may provide a more 

suitable framework for modelling stochastic decision processes. The final section 

discusses the potentially far-reaching and radical implications of our findings. 

 

2. Basic Principles of the Design 

At the centre of the experimental design were six lotteries, as listed in Table 1. 

In that table, each lottery is shown in the form: higher payoff, probability of higher 

payoff; lower payoff, probability of lower payoff. In all cases, the payoffs were in 

Euros. 

 

Table 1 

 

Label Description EV Label Description 

A 84, 0.25; 0, 0.75 21.00 D 60, 0.25; 8, 0.75 

B 36, 0.55; 0, 0.45 19.80 E 36, 0.40; 9, 0.60 

C 22, 0.8; 0, 0.2 17.60 F 20, 0.8; 8, 0.2 

 

These six lotteries constitute three triples, {A, B, C} and {D, E, F}. Within each 

triple, safer lotteries offer lower expected values (EVs). D, E and F respectively offer 

                                                 
9
 This is true even when every preference function in the set respects transitivity. A straightforward 

(counter)example is sufficient to show this. Consider an individual whose preferences are represented by 

a distribution of vN-M functions such that one-third of these functions entail G  H  K, another third to 

entail H  K  G and the final third to entail K  G   H. Repeated sampling and application to each 

possible pairwise choice gives pr(G  H) = 2/3, pr(H  K) =2/3 but  pr(G  K) = 1/3, contrary to WST.  
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the same EVs as A, B and C, but each involves a smaller spread than its {A, B, C} 

counterpart.  

For all six lotteries, the individuals in our sample were asked to undertake three 

types of task, as follows: 

Binary Choice (BC). Nine different BCs were constructed and each choice was 

presented to every respondent on six different occasions (separated from one another by 

being interspersed with the other types of task described below). Those choices were: 

{A, B}, {B, C}, {A, C}, {D, E}, {E, F}, {D, F}, {A, D}, {B, E} and {C, F}.  

Money Equivalent (ME). For each lottery, each respondent was asked on six 

different (dispersed) occasions to state the sure sum of money that would make her 

indifferent between that sum and the lottery in question. However, because we were 

interested in examining models and principles framed in terms of choices, we elicited 

these equivalences via an iterative choice algorithm whereby each task comprised a 

series of choices between the lottery in question and various sure sums that were 

systematically adjusted in the light of previous responses until a point was reached 

where the respondent judged the lottery and the latest sure sum to be equally good. This 

last sure sum was recorded as the ME on that occasion. 

Probability Equivalent (PE). Every lottery was worth less than 120€, so for 

each lottery, each respondent was asked on six different (dispersed) occasions to make a 

series of choices between the lottery in question and some probability p of receiving 

120€ (and the complementary 1-p chance of receiving 0), with p being adjusted 

according to an algorithm that iterated towards the p that would make her indifferent 

between playing the lottery in question and playing the 120€  „yardstick‟ lottery. This 

last value of p was recorded as the PE on that occasion. 

The data from these tasks allow us to examine two respects in which the Fechner 

and RP approaches are liable to differ substantially. These relate to: 1) the relationship 

between the distributions of MEs and PEs; and 2) the relationship between equivalences 

for any two lotteries and binary choices between those two lotteries. In the next two 

subsections we expand upon each of these in turn. 



 14 

2.1: The relationship between the distributions of MEs and PEs 

 We start with the BF approach. Within that framework, standard deviations for 

the various lotteries should follow the same pattern for MEs and PEs. 

To see why, consider first MEs. For each individual, any sure amount of money 

M can be regarded as a degenerate lottery with its own distribution of . Without being 

specific about how the variance of  behaves for such degenerate lotteries
10

, we can 

expect that for sufficiently low values of M, the overlap between an individual‟s SVM + 

M and his SVG + G is negligible, so that he would judge G to be better than those sure 

sums with a probability so close to 1 that he would be extremely unlikely to identify any 

of those sums as money equivalents for the lottery G. But as M is progressively 

increased over some intermediate range where SVM + M and SVG + G overlap, it 

becomes increasingly likely that M will be judged at least as good as G. Eventually M 

can be expected to become sufficiently high for these be no consequential overlap at the 

other end of the SVG + G distribution, so that the individual would be extremely 

unlikely to judge G to be as good as these high values.  

If the Gs and Ms are distributed symmetrically around zero means and medians, 

the probability of M being judged at least as good as G reaches 50% at the point where 

SVM = SVG. Thus, so long as the preference functions are not highly nonlinear over the 

relevant range, it might be a reasonable approximation to suppose that the distribution 

of MEs is roughly symmetrical around a mean/median value located where SVM = SVG, 

with the variance of this distribution reflecting the joint distribution of M and G. If 

nonlinearities result in substantial asymmetries in the distribution of MEs – something 

we can examine – there might be an argument for taking the median as the better 

measure of central tendency
11

. 

Second, if different lotteries are associated with markedly different distributions 

of , we might expect to see this reflected in the distributions of their MEs. For 

example, suppose that the variance of H is greater than the variance of G. Under 

Fechnerian assumptions, for every M the joint distribution of M and H will have 

greater variance than the joint distribution of M and G, so that we might expect the 

                                                 
10

 One possibility, consistent with much psychophysical work, is that the variance increases somewhat as 

the magnitude of M increases. Another possibility, advocated by Blavatskyy (2007) – although without 

any cited empirical foundation – is that the variance for any sure sum is zero. 
11

 Under EUT, for example, it could be that u(.) is markedly concave so that a symmetrical distribution of 

perceived expected utilities may map to a distribution of MEs with a longer right tail: in which case, the 

median ME will correspond more closely with the midpoint of the distribution of perceived EUs.   
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variance of MEs for H to be greater than the variance of MEs for G. So if this were the 

appropriate error model, it might allow us to gain insights into the features of lotteries 

that are associated with different variances of .  

Now consider the PEs. Let us denote the „yardstick‟ lottery (offering 120€ with 

probability p and 0 with probability 1-p) by Y. The distributions of the Y‟s associated 

with the values of p that span the relevant range may be different from the distributions 

of the M‟s over the corresponding range. So the PEs for G might be distributed rather 

differently than the MEs for G, reflecting the possibility that the joint distributions of G 

and Y could be rather different from the corresponding joint distributions of G and M.  

Nevertheless, we should still expect to observe PEs exhibiting the same 

regularities as just outlined for the MEs: whatever similarities or differences in the 

standard deviations of the ME distributions are observed between G and H, we should 

expect (broadly) the same similarities or differences to be manifested in the standard 

deviations of the PE distributions for those same lotteries. For example, if the standard 

deviation of an individual‟s MEs were to decline progressively from A to B to C, we 

should, under the BF model, suppose this to reflect a tendency for the variance of C to 

be less than the variance of B which, in turn, is less than the variance of A. But if that 

is the case, the joint distributions of Y with each of the lottery error terms should vary 

correspondingly, so that we should also expect some progressive decline in the standard 

deviations of that individual‟s PEs as we move from A to B to C.  

How does this compare with the implication of RP? Under RP, it is 

straightforward to model equivalence judgments. Suppose an individual is asked on a 

particular occasion to state a sure payoff M such that he is indifferent between the 

certainty of that payoff and playing out lottery G. RP models this as if one of that 

individual‟s preference functions is picked at random from his set of such functions and 

the individual then states the M which would make her indifferent on the basis of  that 

function. Different functions are liable to entail different values of M, so that the 

distribution of those functions generates a distribution of MEGs for that individual.  

 Exactly the same reasoning applies to PE. For each preference function in the set 

that characterises that individual, there will be some probability of the yardstick payoff 

which will make the individual indifferent between G and Y. Denoting that probability 

by pG, the probability distribution over the set of preference functions maps to some 

distribution of pGs. This applies to any core theory which entails the existence of PEs 
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(and MEs) for any and all lotteries: the likelihood that a particular PE is stated is simply 

the likelihood that, at the moment when the decision is made, an individual is in a state 

of mind corresponding to a preference function that entails a mapping between the 

lottery and that PE; and likewise for MEs. 

But RP entails no necessary implication that the variances of the ME and PE 

distributions for A, B and C should change (if they change at all) in the same direction. 

Indeed, it is straightforward to show how they might easily move in opposite directions. 

To see this, consider a simple illustrative case where each individual is, at core, an EU 

maximiser whose preferences are represented by a distribution of vN-M utility functions 

that can be ordered according to some coefficient of risk attitude. (Note that we are not 

asserting that this is the only or the correct model; we use it simply to show how the 

opposite pattern of variances could be perfectly compatible with RP under some fairly 

orthodox modelling assumptions.) 

Under these assumptions, suppose that the decision maker is asked to undertake 

choice and equivalence tasks involving two binary lotteries, G and H, where both the 

variance and expected value of G is greater than for H. For some preference functions at 

the risk-seeking/risk-neutral/less risk-averse end of the distribution, the higher EV of G 

is sufficient for G   H, whereas some functions at the more risk-averse end of the 

spectrum entail H   G. Let the proportion of functions that entail G   H be denoted by 

: then is the probability of observing G   H on any occasion when the individual is 

asked to make a BC, while we can expect to observe H   G with probability .  

Now suppose we draw a representative sample of an individual‟s MEs for each 

lottery
12

. Were we to happen to draw the function where G ~ H, it would give the same 

ME for G as for H: call this value M*. All less risk-averse functions would give MEs 

for both lotteries that are above M*, but for each of those functions, G   H, so that the 

MEG would be higher than the corresponding MEH. On the other hand, for all functions 

involving greater risk aversion than the one where G ~ H, the MEs would all be less 

than M*; and for each of those functions, MEG < MEH. Under these conditions, a 

representative sample of that individual‟s MEs would exhibit a greater standard 

deviation for MEG than for MEH. 

                                                 
12

 Notice that the assumption being made here is that the same probability distribution over an 

individual‟s utility functions applies to any type of task. This is not the only assumption that might be 

made, but it is the working assumption we shall operate with at present.  
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If  > 0.5, the median function would entail G   H, and we should expect the 

median MEG to be greater than the median MEH. If  < 0.5, the median function would 

entail H   G so that the opposite inequality would hold between medians. But of 

course, the earlier conclusion about the direction of inequality of the standard deviations 

of the MEs would be unaffected. 

What about the PEs? Consider again the function where G ~ H. This entails 

some probability p* such that PEG = PEH. For all functions involving less risk aversion, 

the probability of the yardstick payoff would be lower than p* for both lotteries; but 

since G   H for each such function, the corresponding PEG would be higher than its 

PEH counterpart. In other words, for the subsample of functions from the less risk-

averse portion of the distribution, the PEHs would tend to take even lower values than 

the PEGs. On the other hand, for any function from the more risk averse part of the 

distribution, the probabilities of the yardstick payoffs would be greater than p*; and 

since these functions entail H   G, the PEHs would here tend to take even higher values 

than the PEGs. Taking the distribution as a whole, then, we could expect the standard 

deviation of a sample of an individual‟s PEHs to be greater than the standard deviation 

of a comparable sample of that individual‟s PEGs. 

This relationship between the standard deviations for the PEs is in the opposite 

direction to our expectation for the MEs and provides a sharp contrast with the 

implications of Fechner models, which suppose that the variances of G and H are 

primarily determined by the characteristics of the lotteries and that any differences 

between them will tend to manifest themselves in much the same way via MEs as via 

PEs. This is a contrast our experimental data will allow us to examine. 

 

2.2: The relationship between equivalences and binary choices.  

Within the terms of the BF framework, the degrees of overlap between any two 

sets of ME (alternatively, PE) responses should broadly correlate with the frequencies 

of choice in the repeated BC tasks. 

If the relationship between the SVG + G distribution and the SVH + H 

distribution is such that (say) G is chosen over H significantly more than 50% of the 

time, we should, at the very least, expect the median MEG to be higher than the median 

MEH. We should expect the same with the PEs. 
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However, we may be able to go further than simply expecting the median/mean 

MEs and PEs to be ordered in the same way as each other and in line with the majority 

of choices between any two lotteries. If the distributions of MEs and PEs can be thought 

of as proxies for the SV +  distributions, the relationships between those distributions 

for any two lotteries might allow us to proxy choice probabilities. For example, if the 

distribution of MEGs and MEHs were such that there is a 60% chance that an MEG 

drawn at random from its distribution would be greater than an MEH drawn at random 

from its distribution, one might expect this to be indicative of SVG + G being greater 

than SVH + H about 60% of the time, so that under the BF assumptions G would be 

chosen in roughly 60% of choice repetitions. Similarly, we should expect the choice 

proportions to be broadly in line with the probability that a randomly-drawn PEG will be 

greater than an independently sampled PEH. Because of the involvement of the M‟s and 

Y‟s, this correspondence may not be exact; but under Fechnerian assumptions, one 

would expect the proportions inferred from equivalences and those observed in repeated 

choice not to be too greatly out of alignment
13

. 

By contrast, the RP approach allows the possibility of very considerable 

disparities between the extent to which equivalences overlap and the pattern of binary 

choice. This was illustrated earlier in the case where G first-order stochastically 

dominated H, but only by a small amount, so that MEG > MEH and PEG > PEH just over 

50% of the time but G   H in direct binary choice on 100% of occasions (except, 

perhaps, for „trembles‟). However, in response to the suggestion that FOSD is a rather 

special and unusual situation which might be dealt with by some prior editing 

procedure, it is quite easy to construct cases which do not involve FOSD but where RP 

would allow considerable disparities between the choices we observe and those we 

might infer from the overlaps of equivalences. 

For example, consider the choice between our lottery C = (22, 0.8; 0, 0.2) and 

our lottery F = (20, 0.8; 8, 0.2). Both have the same expected value of 17.60, so we 

could expect the two distributions of MEs to have a considerable degree of overlap; and 

likewise for the two distributions of PEs. But suppose (as is commonly done) that most 

individuals are predominantly risk averse, which in RP terms means that their 

                                                 
13

 If the utilities of sure sums of money are perceived with no noise/error, as assumed in Blavatskyy 

(2007), the correspondence between distributions of MEs and distributions of perceived SVs is exact; if 

the variance of  is positive and liable to change with the magnitudes of the utilities (and perhaps with 

other characteristics of the risky lotteries), the correspondence is more approximate. 



 19 

preferences are characterised by sets of utility functions where the (great) majority are 

concave. Every concave function will entail F   C, so that we might expect to find F 

chosen very much more often than the overlapping of the equivalence distributions 

would suggest. A similar argument applies to the {B, E} and {A, D} pairs. Substantial 

disparities of this kind would be compatible with RP, but would be contrary to BF 

models. 

On the other hand, it is not inconceivable that the BF approach might be 

modified to accommodate such observations, as Blavatskyy (2009, 2010) has done to 

accommodate the lack of violations of FOSD in cases where dominance is transparent. 

But those and other more sophisticated Fechnerian models still incorporate WST, which 

the RP approach does not require. Our data provide an opportunity to check the 

robustness of WST. 

For each lottery, each individual reports 6 MEs. Thus for each individual, we 

can estimate a median ME i.e. a sure amount such that the lottery is preferred to this 

amount 50% of the time and the sure amount is preferred to the lottery 50% of the time. 

Now suppose that for any two lotteries, G and H, we observe that the median MEG is 

different from (say, greater than) the median MEH. It follows that there must be some 

sure amount X that is lower than MEG and higher than MEH, so that Pr(G   X) ≥ 0.5 

and Pr(X   H) ≥ 0.5. WST then requires Pr(G   H) ≥ 0.5. Since we have estimates of 

all of the median MEs and we also have 9 direct binary choices, each repeated 6 times, 

we can test the robustness of WST for each pair in turn. Moreover, we can conduct the 

same tests using median PEs instead of median MEs.  

 

3. The Experiment – Implementation and Results 

 Every participant was required to attend two sessions, several days apart, during 

a three-week period in March/April 2008. Each session followed the same format. 

Having signed in and read the instructions (see Appendix 1), each participant answered 

63 questions per session, organised in three successive „phases‟, each consisting of the 

same 21 questions, as follows: 6 MEs, one for each of the six lotteries; 6 PEs, one for 

each of the six lotteries; and 9 binary choices. All MEs and PEs were elicited using an 

iterative choice format (see Appendix 1 for details and examples of displays) in order to 

make them as procedurally similar to BCs as possible. We gave no feedback until all 

tasks had been completed, at which point we paid each respondent on the basis of 
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playing out one of those decisions picked at random at the very end of the experiment. 

Standard incentive mechanisms were used (again, see Appendix 1 for details).  

A total of 274 individuals completed the full set of decisions
14

. In the way 

equivalences were elicited, we deliberately did not „force‟ either ME or PE responses to 

respect stochastic dominance because we wanted to see how people behaved if 

unconstrained. In the course of the two sessions, there were 54 occasions when it was 

possible for each respondent to violate FOSD, either by stating an ME equal to or 

higher than the high payoff of the lottery being valued or equal to or less than the lower 

payoff (in the cases of D, E and F), or else by stating a PE at least as high as the 

probability of the high payoff in the {A, B, C} lotteries. The tables in the rest of this 

paper are based on the unedited responses of all 274 participants, including some 

responses that violate FOSD. However, in order to anticipate any concerns that such 

responses may be „driving‟ the patterns in our data, we have also computed all tables 

using only the responses from individuals who never violated FOSD. These tables are 

presented in Appendix 2. They show that none of the patterns we report, nor the 

conclusions drawn from them, are materially altered when we apply even the fiercest 

exclusion criterion: indeed, if anything, the conclusions come through even more 

powerfully, since by excluding a number of outliers we reduce the standard errors used 

in various of the statistical tests and increase the corresponding significance levels. 

 

3.1: Results relating to the relationship between the distributions of MEs and PEs 

In order to examine the relationship between the distributions of MEs and PEs 

and the contrasts between Fechner and RP outlined in subsection 2.1 above, for each 

respondent and for each lottery we computed the mean, median and standard deviation 

of the six ME responses – labelled, respectively, „meanME‟, „medME‟ and „sdevME‟ – 

and the corresponding „meanPE‟, „medPE‟ and „sdevPE‟ for each set of six PE 

responses. Table 2 reports the sample averages for these variables, plus the sample 

medians of the standard deviations, with those standard deviations in the middle rows 

for easier comparison between MEs and PEs. This table enables us to see whether the 

trends in standard deviations follow the same pattern for MEs as for PEs, as the BF 

framework would suggest, or whether they move in opposite directions, as we might 

expect under RP.  

                                                 
14

 45 others came to the first session but did not attend the second session within the time limit we 

imposed. 
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Table 2: Key Statistics for Money Equivalents and Probability Equivalents 

 

Lottery A B C D E F 

       

Average meanME 20.93 17.48 15.09 20.93 18.82 15.50 

Average medME 20.60 17.28 15.10 20.73 18.76 15.43 

       

Average sdevME 4.43 3.17 2.51 4.08 2.97 2.24 

Median sdevME 3.40 2.64 2.28 3.38 2.39 1.73 

       

Average sdevPE 3.29 5.48 7.32 6.42 6.20 7.33 

Median sdevPE 2.16 4.33 5.70 4.08 4.91 6.30 

       

Average meanPE 18.33 25.27 28.45 23.79 25.66 29.37 

Average medPE 18.05 24.88 27.94 23.24 25.23 29.05 

 

For MEs, we find that as we move from A to B to C, and also as we move from 

D to E to F, standard deviations reduce to an extent that is highly significant (p < 0.001) 

in every pairwise comparison within each triple. By contrast, the standard deviations of 

PE responses show a strong tendency to change in the opposite direction: of the six 

binary comparisons of sdevPEs within the two triples, only the difference between D 

and E is in the same direction as for MEs (although insignificantly so), while the 

increase from D to F is significant at the 1% level and the other four binary differences 

are significant at the 0.1% level
15

. It is hard to see how such strong opposite trends in 

the standard deviations can be reconciled with any variant of the Fechner approach – 

and certainly not any in the existing literature of which we are aware. 

 

3.2: Results relating to the relationship between equivalences and binary choices 

In order to examine the relationship between equivalences and binary choices 

and the contrasts between Fechner and RP outlined in subsection 2.2 above, we collated 

the BC data as follows. For each respondent, we observed the number of times out of 6 

                                                 
15

 As can be seen in the corresponding table in Appendix 2, removing cases where FOSD is violated has 

the effect of reducing all standard deviations, while bringing the direction of change of the average 

sdevPE from D to E in line with the other five pairwise comparisons – although this difference remains 

insignificant. It also increases the significance level of the D to F difference from 1% to 0.1%.  
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repetitions that he/she chose the riskier lottery – that is, the one with the greater spread 

(always labelled alphabetically earlier than the safer lottery) – within each pair.  

 

Table 3: Binary Choice Distributions 

 

{R, S} Frequency of Choice of  Riskier Lottery   

Pair 6 5 4 3 2 1 0 Total R:S 

{A, B} 25 19 20 31 33 41 105 525: 1119 

{B, C} 20 17 25 29 37 50 96 516: 1128 

{A, C} 36 20 16 28 31 41 102 567:1077 

{D, E} 78 42 55 30 25 24 20 1062: 582 

{E, F} 55 43 44 33 39 25 35 923: 721 

{D, F} 80 31 44 36 23 28 32 993: 651 

{A, D} 17 16 15 14 21 55 136 381: 1263 

{B, E} 9 7 10 10 16 42 180 233: 1411 

{C, F} 2 1 -- 3 4 21 243 55: 1589 
 

 

For each pair, Table 3 shows the 274 individuals categorised accordingly: that is, 

the column headed „6‟ shows how many respondents chose the riskier lottery on all 6 

occasions; the column headed „5‟ shows how many chose the riskier lottery on five 

occasions and chose the safer lottery just once; and so on through to those in the column 

headed „0‟ who never chose the riskier lottery but chose the safer alternative every time 

they faced that binary choice. The total number of times the riskier (R) and safer (S) 

lotteries were chosen is shown in the far right hand column. 

 It is immediately apparent that there is considerable variability at the individual 

level, while at the same time there are some very definite and quite intuitive trends. For 

each of the three {A, B, C} pairs, the overall majority of choices clearly favour the safer 

alternative, as shown in the far-right column. Even so, for each pair only about half of 

the respondents make the same choice consistently on all six occasions.  

Turning to the {D, E, F} pairs, the effect of raising the minimum payoffs to 8€ 

or 9€ and reducing the spreads of these lotteries relative to their {A, B, C} counterparts 

is to cause the majority of choices now to favour the higher-EV alternatives in each 
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case. Here, though, there is somewhat less within-person consistency, with only about 

40% of respondents making the same choice on all six occasions.  

Finally, when the EVs are equalised, as in the last three pairs, there are very 

substantial majorities favouring the safer alternatives, most strikingly in the {C, F} 

choice. So despite the clear evidence of variability in people‟s choices, there are also 

many signs of systematic tendencies underlying their behaviour. 

How do the patterns of choice compare with the overlaps between equivalences? 

We focus initially on the three pairs {A, D}, {B, E} and {C, F} where the alternatives 

within each pair shared the same EV and differed only in terms of their spreads. 

For each individual and for each pair of lotteries, we compared each individual‟s 

six MEs for one lottery with each of her six MEs for the other lottery. We recorded the 

number of comparisons in which the ME of the riskier lottery (MER) was strictly higher 

than the ME of the safer lottery (MES), the number of occasions when MER = MES, and 

the number of times when MER < MES. Since there were 36 comparisons for each of 

274 respondents, the total number of comparisons per pair of lotteries is 9864. The 

distributions for each pair of lotteries is shown in Table 4. 

 

Table 4: Comparing MERs with MESs 

 

Lottery Pair MER > MES MER = MES MER < MES 

 

A vs D 

 

4231 (42.9%) 

 

928 (9.4%) 

 

4705 (47.7%) 

 

B vs E 

 

3149 (31.9%) 

 

976 (9.9%) 

 

5739 (58.2%) 

 

C vs F 

 

4081 (41.4%) 

 

1147 (11.6%) 

 

4636 (47.0%) 

 

It is immediately apparent that the BC distributions are very different from those 

implied by the overlaps of equivalences. On the basis of the ME responses, A should 

have been preferred to D at least 42.9% of the time in direct choice (that minimum 

figure being based on the rather extreme assumption that all cases where MEA = MED 

are interpreted as favouring D in direct choice). But in fact, as reported in the right-hand 

column of Table 3, A was chosen in just over 23% of direct BCs. Similarly, the ME 

data suggest that B should be preferred to E on at least 31.9% of occasions, whereas the 

actual proportion was less than half of that (14.2%). The {C, F} case provides an even 
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more striking contrast: whereas MEC > MEF in more than 41% of comparisons, C is 

chosen only 55 times out of 1644 – a rate of less than 3.5%. These disparities are 

entirely in keeping with RP, but are incompatible with the BF formulation. 

On the other hand, it could be argued that there might still be some way of 

reformulating a Fechnerian model to allow such disparities. We therefore now turn to 

the WST criterion that, so far as we are aware, is still regarded as a cornerstone of the 

class of stochastic models that retain an essentially Fechnerian approach.  

 

3.3: Results relating to weak stochastic transitivity  

 The data in Tables 2 and 3 give grounds for questioning the assumption of 

transitivity. In Table 2, the mean and median MEs order the lotteries in the first triple A 

  B   C and give the ordering D   E   F in the second triple, while the mean and 

median PEs produce exactly the opposite orderings within each triple. Meanwhile, 

Table 3 shows aggregate patterns of binary choices that do not fit easily either with MEs 

or with PEs: for each pair in the {A, B, C} triple, the majority choices favour the safer 

options, which is in line with the central tendencies of the PEs but is contrary to the 

central tendencies of the MEs; while for every pair in the {D, E, F} triple, the majority 

choices favour the riskier options, which tallies with MEs but runs counter to PEs.  

Of course, those tables report aggregate data, whereas an examination of 

transitivity really requires individual-level analysis. In particular, as noted at the end of  

Section 2, if WST is a robust assumption, we should expect this to be reflected at the 

level of the individual by the correspondence between median MEs, median PEs and 

majority choices. 

The individual-level analysis relevant to this assumption is reported in Table 5, 

which categorises each of the 274 respondents according to their median ME, median 

PE and majority BC responses to each pair, with R and S referring, respectively, to the 

riskier and safer lotteries in each pairing.  

So, for example, the top cell in the {A, B} column shows that 36 of the 274 

individuals had a median MEA at least as high as their median MEB and had a median 

PEA at least as high as their median PEB and chose A over B on at least 3 of the six 

occasions they were presented with that choice. Such behaviour displays the kind of 

consistency that WST entails. The same degree of consistency with WST is also 

displayed in the bottom cell of that column, but this time among 64 individuals who 

favoured B over A. 
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Table 5: Conjunctions of Median Responses 

 

Direction of Median Lottery Pairs 

ME PE PC {A, B} {B, C} {A, C} {D, E} {E, F} {D, F} 

R  S R  S R  S 36 48 57 80 73 84 

R  S R  S R < S 20 46 12 12 29 13 

R > S R < S R  S 46 25 38 73 87 92 

R > S R < S R < S 102 70 105 28 54 49 

R < S R > S R > S 0 4 1 11 5 6 

R < S R > S R  S 0 16 1 8 5 5 

R  S R  S R > S 6 5 1 33 5 3 

R  S R  S R  S 64 60 59 29 16 22 

 

However, those individuals – 100 in total – constitute just 36.5% of the sample: 

that is, the other 174 (63.5%) violate WST in one way or another. By far the largest 

group do so in the manner represented by the fourth row: that is, while their median PEs 

work in the same direction as their majority choices, their median MEs are strictly 

unequal in the opposite direction, entailing the existence for each of them of some sure 

amount X such that Pr(A   X) ≥ 0.5 and Pr(X   B) ≥ 0.5 but Pr(A   B) < 0.5. 

Moreover, we see that this group is not only the modal group for the {A, B} pairing but 

also for {B, C} and for {A, C}. And to these numbers we can add, from the second 

column, a smaller group who also have median MEAs at least as large as (and mostly 

strictly greater than) their MEBs, while choosing B over A on a strict majority of 

occasions: what distinguishes most of these from their fourth row counterparts is the 

direction of inequality between their PEs, which also runs in the opposite direction to 

their majority choice.  

The possibility that many of these individuals are people whose preferences are 

fairly evenly balances between the two alternatives and whose violations of WST occur 

my chance is not supported by the data. Were it to be the case, we might expect to see 

some reasonable prevalence of cases where „noise‟ tilts the inequalities in the opposite 

direction to produce instances where the riskier prospect is chosen on a majority of 

occasions but the median ME of the riskier option is strictly lower than the median ME 

of the safer alternative. Such cases are reported in the fifth and seventh rows, and as we 
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can see, they are relatively rare: if we compare the total cases from the second and 

fourth rows with the totals from the fifth and seventh rows, we get ratios of 122:6, 116:9 

and 117:2 for (A, B}, {B, C} and {A, C} respectively. 

These patterns are, of course, analogous to the classic preference reversal 

phenomenon where people choose one option but place a higher money equivalent on 

the other. In the literature – see Seidl (2002) – there is a clear asymmetry whereby it is 

relatively common to observe people placing a higher money value on the riskier option 

but choosing the safer option in the BC task while it is relatively rare to observe people 

valuing the safer option more highly while choosing the riskier option. However, in 

nearly all of the studies reviewed by Seidl, the choices and valuations are made on just 

one occasion each, so that at least some part of the asymmetry might be explicable in 

terms of Fechnerian noise operating on some transitive core. By contrast, the data in our 

Table 5 involve the medians from repeating the valuations six times in conjunction with 

the majority (often a very substantial majority) choices from six repetitions, which 

stretches any essentially transitive Fechnerian explanation beyond credulity.
16

 

 When we turn to the {D, E, F} triple, the asymmetries between the order of 

median MEs and the majority choices become somewhat more muted. This is in part 

because, as noted in Section 3.2, the majority of choices in these pairs favour the riskier 

alternative. Nevertheless, of those who chose the safer option on more than 3 occasions, 

the majority – often a very substantial majority – had higher median MEs for the riskier 

alternative; whereas of those who chose the riskier alternative on at least three 

occasions, only a minority – often a very small minority – had higher MEs for the safer 

alternative.
17

    

 However, although the numbers of that particular form of violation of WST 

were more modest in the {D, E, F} triple than in the {A, B, C} triple, the other way of 

violating WST, involving PEs, was rather more common in the {D, E, F} pairings. 

Although probability equivalents have been much less often studied, Butler and Loomes 

(2007) found that instances where individuals chose the safer option but placed a higher 

                                                 
16

 The corresponding table in Appendix 2, which excludes cases where a lottery is overvalued to the 

extent that the stated ME is greater than the high payoff, shows fewer reversals of both kinds: the 

corresponding ratios for {A, B}, {B, C} and {A, C} are 69:4, 70:6 and 68:2. Thus even when we exclude 

all observations contributed by anyone who violated FOSD even once, the asymmetry is still very 

pronounced.    
17

 For those who chose the safer option, the prevalences of reversals were 40/77 (51.9%) for {D, E}, 

83/104 (79.8%) for {E, F} and 62/89 (69.7%) for {D, F}. By contrast, the prevalences of reversals in the 

opposite direction for those who chose the riskier alternative more often were 44/197 (22.3%) for {D, E}, 

10/170 (5.9%) for {E, F} and 9/185 (4.9%) for {D, F}. 
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PE on the riskier option were greatly outnumbered by the opposite combination of 

choosing the riskier option while placing a higher PE on the safer one. In terms of 

medians and majority choice, the analogue of that finding is that individuals who 

choose the riskier alternative on three or more occasions but give a strictly higher 

median PE for the safer option should substantially outnumber those who more often 

choose the safer option but have a higher median PE for the riskier alternative.  

Summing the cases in the third and seventh rows for give the first form of PE 

violation and summing the cases in the second and sixth rows to give the opposite form 

of violation, we have ratios of 106:20 for {D, E}, 92:34 for (E, F} and 95:18 for {D, F}, 

with the third row on its own constituting the model pattern for {E, F} and {D, F}. For 

the {A, B, C} triple, where only about a third of the sample favoured the riskier 

prospect, the asymmetries were less pronounced, being 52:20 for {A, B}, 30:62 for {B, 

C} and 39:13 for {A, C}, but here too the „first‟ form of violation accounts for either a 

majority or else a substantial minority of those choosing the riskier option, while the 

opposite violation accounts for a smaller minority of those choosing the safer option.
18

 

 On the basis of the seeming stability of the total percentage of observations in 

the top and bottom rows in Table 5, it might be tempting to suppose that the sample is a 

mix of „types‟: in particular, about 35%-40% who more or less conform with 

conventional expectations; and another 60%-65% prone to departures in the directions 

outlined above. However, that is not the case: the 100 or so conventional patterns within 

each of the six columns are not at all generated by the same 100 or so individuals. Table 

6 categorises individuals according to the number of times out of six that their patterns 

of response fall into either of the top and bottom rows.  

 

Table 6: Conventional Patterns by Individual Respondent 

 

Frequency of Response in either Top or  Bottom Row 

6 5 4 3 2 1 0 n 

14 18 48 42 42 52 58 274 

9 9 37 25 26 25 34 165 

                                                 
18

 For those who chose the risker option, the prevalences of reversals were 52/88 (59.1%) for {A, B}, 

30/82 (36.6%) for {B, C} and 39/97 (40.2%) for {A, C}. By contrast, the prevalences of reversals in the 

opposite direction for those who chose the safer alternative more often were 20/186 (10.8%) for {A, B}, 

62/192 (32.3%) for {B, C} and 13/177 (7.3%) for {A, C}. 



 28 

 

 The table shows that more than half of the respondents violated conventional 

assumptions in 4 or more of the 6 pairwise comparisons, while fewer than 12% were 

consistent or almost consistent (just one departure) throughout. This is a substantial 

rebuttal of even the rather mild requirement of WST and suggests that Reiskamp et al.‟s 

(2006) view about the broad robustness of WST may need to be reconsidered. 

 

4. Discussion 

The data from our experiment present a challenge to many previous studies that 

have used Fechnerian assumptions to test fundamental hypotheses, fit alternative 

functional forms, derive estimates of coefficients of risk aversion and/or time preference 

and discriminate between competing core theories
19

. Our data cast serious doubt upon 

the validity of those assumptions and therefore upon the estimates and conclusions 

drawn from their use.  

The issue goes beyond studies of individual decision making. There may also be 

substantial implications for the interpretation of data from experimental games. As 

discussed in Loomes (2005) and Bardsley et al. (2009, Chapter 7), the „quantal response 

equilibrium‟ (QRE) concept, developed by McKelvey and Palfrey (1995, 1998) and 

applied to numerous datasets generated by experimental games, is also an essentially 

Fechnerian model. If the Fechner approach is an inadequate way of modelling the 

stochastic component of individual behaviour in the face of „games against nature‟, it 

may also be inadequate for modelling the stochastic component in individuals‟ 

behaviour when they are playing games against other individuals; and this may cast 

doubt on the robustness of QRE-based ways of fitting the data from experimental games 

and the inferences drawn from doing so.  

 Of course, it would be premature to discard or completely disregard a large body 

of existing literature on the basis of a single experimental study, no matter how striking 

the results of this study may be. Further work is clearly required in order to establish the 

robustness of our findings and explore the extent of their applicability. However, if our 

results are easily replicable and can be shown to be robust across the kinds of problems 

                                                 
19

 A number of such studies have been published in the most influential journals. For example, in recent 

years, the American Economic Review has published at least six such studies since 2007: Agnew et al. 

(2008), Armel and Ranger (2008), Capellen et al. (2007), Choi et al. (2007), Fisman et al. (2007) and 

Rabin and Weizsacker (2009). Likewise, Econometrica has published at least four (in addition to earlier 

papers that continue to be much cited, such as Hey and Orme, 1994): Andersen et al., (2008), Bossaerts et 

al., (2007), Bruhin et al., (2010) and Harrison et al., (2007).  



 29 

widely used in experiments, it will be hard to resist the argument that we should shift 

away from stochastic specifications in the Fechnerian mould and that we should instead 

explore the implications of RP specifications – or quite possibly, some hybrid of the 

two – for the formulation of hypotheses, the conduct of statistical tests, the fitting of 

functional forms and the derivation of estimates of parameters. The task of re-estimating 

a large body of existing data and perhaps having to revise substantially a number of the 

conclusions drawn from those data is a daunting one. But ignoring the evidence and 

continuing to operate on the basis of fundamentally misspecified stochastic models is 

clearly not an acceptable option.  
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Appendix 1: Overview of the Experiment 

 

Subjects and design 

 

Participants in the experiment were students at three different Spanish universities: 

Vigo, Pablo de Olavide (Seville) and Murcia. The total number of people recruited was 

319 (103 in Vigo, 144 in Murcia and 72 in Seville). Recruitment of participants took 

place during the 2 weeks before the experiment started: signs were posted in 

researchers‟ faculties and they also went to the classrooms to explain the aim of the 

experiment briefly and encourage participation. 

 

The experiment was computer-based. Each participant had to attend two experimental 

sessions separated by at least 1 week. 45 subjects did not show up for the second 

session leaving the total sample as 274. There were two interviewers present during the 

group sessions to help subjects with any problems.  

 

The questionnaire 

 

The questionnaire was divided into three stages. In the first stage subjects were asked to 

enter their names, age, and gender. This request was for ensuring that responses of the 

same individual in the two sessions were correctly linked. They were then told that the 

experiment aimed to investigate how people make a series of choices between two 

options. It was explained that, in addition to a €5 „show-up‟ fee, there would also be a 

payment based on their decisions: at the end of the second session, one of their 

decisions would be retrieved and played out for real money. Because the payment 

depended on just one decision, participants were advised that it was in their interests to 

make each choice in a way that most accurately reflected their true preferences.  

 

In the second stage, subjects were presented with three practice questions. Each of these 

questions illustrated the different types of question that participants would see in the 

third stage. The instructions for each type of question were displayed on the computer 

screen and they were also read aloud by the researchers. After being given an 

opportunity to clarify anything they were uncertain about, subjects were invited to 

proceed to the third stage. 

 

The final stage consisted of nine sequences of questions, grouped in three blocks, 21 

questions each. These questions were the same for the three blocks. The order in which 

the questions were administered within each block was as follows: first, there were 6 

Money Equivalence (ME) questions; next, 6 Probability Equivalence (PE) questions; 

and finally, 9 Binary Choices (BC). Therefore each participant repeated this set of 21 

tasks three times within each session – so, six times over the two sessions.  

 

The Three Types of Question 

 

Each ME question elicited the amount of money €XME that made a subject indifferent 

between €XME for certain and a lottery giving €X1 with probability p and €X2 with 

probability (1-p). An example of the kind of display used is shown in Figure A1. 
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Figure A1: Screenshot of a Money Equivalence question 

 

 

 

For each alternative, the bar was divided in proportion to the probability attached to the 

relevant payoff. For Option A (the lottery) the chance of winning the higher outcome 

(€84 in the example) was always coloured in green. The lower outcome (€0 in the 

example) was in red. As Option B only offered one sure amount, the entire bar was in 

green. Participants were asked to press “A” or “B” buttons until they considered both 

options equally attractive in terms of their preferences. Whenever the “A” button was 

pressed, the sure sum of money was increased, making Option B more desirable. The 

reverse occurred when subjects pressed the “B” button. Once subjects felt that they 

were indifferent between the two options, they registered this and moved on to the next 

question by pressing the “Continue” button.   

 

Each PE question elicited the probability q that made the subject indifferent between a 

particular lottery and an alternative lottery giving €120 with probability q and €0 with 

probability (1-q). Figure A2 shows an example of this type of question. 
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Figure A2: Screenshot of a Probability Equivalence question 

 

 

 

The procedure to reach the indifference point was essentially the same as for the ME 

questions. So, when the subject indicated a preference for the fixed lottery by pressing 

the “A” button, the probability attached to €120 in Option B increased; and the opposite 

happened when the “B” button was pressed. When indifference was reached, the subject 

pressed “Continue” to register that value and move to the next question. 

 

The BC questions presented subjects with two fixed lotteries and asked them to make a 

straight choice between them. An example of the display is shown in Figure A3. 
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Figure A3: Screenshot of a Binary Choice question 

 

 
 

The Incentive System 

 

After a subject had completed all questions in both sessions, one of his/her decisions 

was picked at random: it was equally likely to be any question from either of the two 

sessions. If it was a BC question, he/she simply played out whichever lottery s/he had 

chosen. If it was an equivalence question, an „offer‟ – some sure sum of money in the 

case of an ME question, or a lottery offering some probability of €120 in the case of a 

PE question – was drawn at random: if this was as good as, or better than, the stated 

indifference sum/probability, the individual either received the full amount of the sure 

money offer or else played out the €120 lottery offered. If the offer was worse than the 

stated indifference value, s/he played out Option A instead.  
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Appendix 2: Results Tables After Exclusions (n = 165) 

 

 

Table 2: Key Statistics for Money Equivalents and Probability Equivalents 

Lottery A B C D E F 

       

Average meanME 20.30 17.15 14.91 20.99 18.88 15.48 

Average medME 20.20 17.00 15.02 20.87 18.84 15.52 

       

Average sdevME 3.55 2.49 1.98 3.21 2.28 1.49 

Median sdevME 2.88 2.15 1.80 2.89 2.01 1.41 

       

Average sdevPE 1.81 3.98 5.93 4.91 4.98 6.20 

Median sdevPE 1.64 3.22 4.83 3.33 3.78 5.24 

       

Average meanPE 16.96 23.27 26.21 22.61 24.46 27.29 

Average medPE 17.02 23.12 25.83 22.18 24.20 26.85 

 

 

 

 

Table 3: Binary Choice Distributions 

{R, S} Frequency of Choice of  Riskier Lottery   

Pair 6 5 4 3 2 1 0 Total R:S 

{A, B} 17 12 15 19 14 26 62 333 : 657 

{B, C} 16 11 15 12 22 22 67 313 : 677 

{A, C} 27 13 7 17 16 27 58 365 : 625 

{D, E} 54 27 34 16 13 11 10 680 : 310 

{E, F} 37 25 27 20 15 19 22 564 : 426 

{D, F} 57 20 20 21 15 15 17 630 : 360 

{A, D} 10 13 8 3 12 32 87 222 : 768 

{B, E} 5 3 9 5 10 17 116 133 : 857 

{C, F} 1 1 - - 1 10 152   23 : 967 
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Table 4: Comparing MERs with MESs 

Lottery Pair MER > MES MER = MES MER < MES 

 

A vs D 

 

2295 (38.6%) 

 

611 (10.3%) 

 

3034 (51.1%) 

 

B vs E 

 

1631 (27.5%) 

 

603 (10.1%) 

 

3706 (62.4%) 

 

C vs F 

 

2292 (38.6%) 

 

802 (13.5%) 

 

2846 (47.9%) 

 

 

 

 

Table 5: Conjunctions of Median Responses 

Direction of Median Lottery Pairs 

ME PE BC {A, B} {B, C} {A, C} {D, E} {E, F} {D, F} 

R  S R  S R  S 26 32 39 52 63 62 

R  S R  S R < S 10 31 7 7 18 10 

R > S R < S R  S 32 14 25 53 42 50 

R > S R < S R < S 59 39 61 17 32 30 

R < S R > S R > S 0 3 1 7 2 4 

R < S R > S R  S 0 11 0 1 4 2 

R  S R  S R > S 4 3 1 19 1 1 

R  S R  S R  S 37 35 34 12 6 9 

 

 

 

 

 

 


